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1

Executive Summary

As part of the overall evaluation of SNOMED CT within the ASSESS CT project, WP2 has
investigated its potential fitness for purpose to serve as a reference terminology, at a
European level. A reference terminology is intended to act as a core framework of concepts
to which the individual terms selected by clinicians and patients during clinical documentation
can be mapped, irrespective of the natural language and terminology systems that have
been used within their local electronic health record system. This core framework enables
terms from different user interface terminologies in different languages to be mapped to a
single model of concepts, so that they can be analysed as if they had come from a single
terminology system, and cross-mapped to each other if the clinical information is to be
transferred between different systems, different countries etc. This latter requirement is
clearly essential for cross-border healthcare services, but may also be useful within border,
in multilingual countries and in countries where there is a mixed use of different terminology
systems across care settings or EHR system products.
A core reference terminology, especially one that operates at a European level, needs to be
at least as comprehensive as the most comprehensive terminology systems used for data
entry and storage within electronic health record systems. WP2 has investigated the extent
of comprehensiveness of SNOMED CT by looking at samples of clinical documentation that
are illustrative of the kinds of EHR data source that might be mapped to a reference
terminology.
In one evaluation, models of structured clinical documentation covering several commonly
occurring areas of clinical content were mapped to SNOMED CT and a hybrid of four
international terminologies, ATC, ICD-10, LOINC, and MeSH. In this evaluation SNOMED CT
performed better than than the alternative.
Through a second evaluation, the concepts occurring in narrative clinical documentation,
which most accurately reflect the words and phrases used by clinicians, were mapped to
SNOMED CT and to an extended subset of the Unified Medical Language System (UMLS)
Metathesaurus. In this evaluation both reference terminology systems performed similarly
(SNOMED CT 86%, UMLS 88%).
Another issue that was examined by WP2 is inter-annotator agreement. If mappings between
terminology systems and a reference terminology are going to be defined and maintained by
different teams, working in different countries, it is important that their mappings are
consistent with each other. In this evaluation several different people with an informatics and
medical background but not professional terminologists were asked to define mappings. The
level of agreement was moderate (30-49%), lower for UMLS than for SNOMED CT. This
could in future partly be addressed by providing better annotation guidelines. However,
guidelines will not be sufficient to ensure accuracy or consistency, and other measures may
need to be taken to quality assure large-scale terminology mappings (undertaken by different
teams) to a European reference terminology.
These investigations were also undertaken with different language versions of SNOMED CT
(English, Dutch, Swedish, French) which had been translated to different extents. The cross
language comparisons clearly showed that mapping was most complete in English, for which
all concepts and synonyms were available in SNOMED CT. Not surprisingly, lower extents of
translation resulted in lower levels of mapping completeness. This suggests that it would be
necessary to create, after thoroughly assessing the scope, user interface terminologies
linked to SNOMED CT, for any language in which it will be used.
Such interface terminologies are necessary for NLP, terminology browsing and navigation for
user entry as well as for analysis use.
These evaluations suggest that SNOMED CT does have sufficient coverage to be a strong
candidate reference terminology at a European level, although its coverage is not complete.
Further work would be needed to determine the extent to which higher priority concepts
(those which might be used to support computational uses of the data such as decision
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support, care pathway tools and patient safety alerts) are sufficiently present. Although the
UMLS extract also has good concept coverage, it may prove less reliable when it comes to
consistent and accurate use as a mapping target from multiple terminology systems,
undertaken by different terminologists across countries.
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2

Introduction

2.1

About this document

This document presents results of ASSESS CT Workpackage 2, regarding multilingual
clinical terminology coverage and quality. This document is an update and extension of the
deliverable D2.1, which scrutinizes the use of terminologies for representing structured and
unstructured clinical content.
Whereas the main body of this document gives an overview of the work done and discusses
results in the light of the mission of ASSESS CT, detailed descriptions of results can be
found in the following annexes:
 Annex 2.3A – Comparing Terminology Settings for the Manual Annotation of Clinical
Text Samples
 Annex 2.3B – Qualitative analysis of manual text annotations using SNOMED CT
 Annex 2.3C – Agreement of terminology use for structured information
 Annex 2.3D – Analysis of terminology binding disagreement
 Annex 2.3E – Value set coding study
 Annex 2.3F – Study Protocol ASSESS CT WP2
 Annex 2.3G – Annotation guideline for ASSESS CT
 Annex 2.3H – Expansion of SNOMED CT subsets to allow maintenance work
These annexes are preliminary versions of manuscripts to be submitted to conferences and
journals after the conclusion of ASSESS CT work. Once published, they will be publically
accessible (Open Access) and linked to the deliverable on the ASSESS CT website.

2.2

Goals and objectives of ASSESS CT

The goal of ASSESS CT is to improve semantic interoperability of eHealth services in
Europe by investigating the fitness of the international clinical terminology SNOMED CT as a
potential standard for EU-wide medical documentation.
SNOMED CT is the world's most comprehensive multilingual healthcare terminology,
which enables machine-processable representation of clinical content in electronic health
records. Rooted in an ontological framework, SNOMED CT provides controlled terms,
including synonyms and translations in different languages. The use of SNOMED CT in
Electronic Health Record (EHR) is expected to improve communication and semantic
retrieval, thus improving real time decision support to more accurate retrospective
reporting for research and management. SNOMED CT is maintained by the IHTSDO, an
international standards development organisation. Currently it has 28 member countries, in
which SNOMED CT can be freely used. It is distributed in English and Spanish, with other
translations being provided by member countries, such as Swedish and Danish
(completed), as well as French and Dutch (in development). However, important EU
languages are not served, such as German, Italian and East European languages, and
numerous EU member states are not IHTSDO members such as Germany, France, Italy,
Finland, Austria, Ireland, Hungary, Croatia, Romania, Bulgaria and Greece.
As health care systems are organized nationally, the EU has not taken any step so far
towards the adoption of a standardized health terminology. However, as the mobility of EU
citizens is increasing and national boundaries lose their importance in a more and more
internationalized market for health care services, the question of interoperability of health

commercial in confidence

Page 10 of 128

ASSESS CT – D2.3

care data gains importance at a European level. The ASSESS CT consortium is addressing
this challenge by investigating the current use of SNOMED CT, analysing reasons for
adoption / non-adoption, and identifying success factors, strengths and weaknesses related
to SNOMED CT and to other alternative terminologies.
ASSESS CT uses diverse methodological approaches, like literature reviews, surveys, focus
groups interviews, and workshops. It scrutinizes the current state of use of SNOMED CT and
the fulfilment of semantic interoperability use cases, known technical and organisational
drawbacks, and the way the terminology is improved and maintained. It analyses the impact
of SNOMED CT adoption from a socio-economic viewpoint, encompassing management,
business, organisational, and governance aspects.
SNOMED CT adoption is scrutinized against two alternative scenarios, viz. (i) to abstain from
actions at the EU level, and (ii) to devise an EU-wide semantic interoperability framework
alternative without SNOMED CT. These scenarios were addressed in WP2 through three
different terminology settings: SNOMED CT only (SCT_ONLY), a UMLS-derived alternative
terminology set (UMLS_EXT, a UMLS subset extended with localised versions of
international medical terminologies), and a German-only terminology setting (LOCAL)
corresponding to a scenario where each country maintains their own terminology without or
with minimal EU level coordination. The terminology settings were introduced to allow
comparison and the settings are not to be understood as realistic scenarios.
The connection between the terminology settings and the three alternative scenarios
exposed in the work plan (ADOPT = EU-wide interoperability by using SNOMED CT;
ALTERNATIVE = EU-wide interoperability by using terminologies other than SNOMED CT;
ABSTAIN = no action at EU level) is not straightforward, due to the following reasons:
 SCT_ONLY scrutinizes SNOMED CT in isolation (for methodological reasons),
whereas the ADOPT scenario is not exclusive to the introduction of SNOMED CT.
 UMLS_EXT exposes a setting without SNOMED CT, thus addressing the scenario
ALTERNATIVE. However, because several sources in UMLS_EXT are localised and
in use in EU member states, the scenario ABSTAIN is also addressed. Also, about
half of the EU member states are already IHTSDO members and in various stages of
SNOMED CT adoption.
 Finally, the setting LOCAL provides a picture of what is possible with an optimised
mix of terminologies that already exist for one language. Thus, the scenario ABSTAIN
is addressed.

2.3

ASSESS CT Workpackage 2

The rationale of ASSESS CT Workpackage 2 is to provide empirical evidence for the fitness
of SNOMED CT as a core reference terminology. Its main goal is to test this against a broad
array of samples that represent clinical data across Europe.
The ASSESS CT Workpackage 2 is conducting comparative studies, all of which attempt to
answer the following two questions:
 How well does SNOMED CT address selected use cases, compared to an alternative
setting, which uses a mix of existing terminologies without SNOMED CT, adapted to
the needs of EU member states?
 How well does SNOMED CT address selected use cases, compared to the current
state of affairs, i.e. sticking to the terminologies already in use across EU member
states?
All use cases are committed to the overall goal of semantic interoperability, i.e. the
meaningful exchange of clinical data for multiple purposes within and across linguistic and
institutional borders. The leading hypothesis is that the more meaningful content is preserved
in this exchange process, the better patient safety and cost-effectiveness in health care
delivery and preventive medicine is assured, and the better patient-level and communitylevel research is supported. This is closely coupled to the second hypothesis, namely that
this requires the formalization and standardization of meaning across languages, countries,
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and medical domains. As a result, reference terminologies are required that introduce
language-independent meaningful units (commonly referred to as concepts) for all relevant
domain entities, in a precision and granularity sufficient for clinical documentation purposes
across clinical disciplines and specialties. The meaning of terminology content should
ultimately be unambiguous by means of formal or textual definitions, as well as due to fully
specified names.
Such reference terminologies should be connected to dictionaries of terms that represent
professional and linguistic groups, so-called user interface terminologies, which cover the
broad range of language expressions used by clinicians in their daily practice.
Workpackage 2 addresses three use cases:
 Use of SNOMED CT vs. other terminologies for manual annotation of clinical texts in
different languages. Natural language documents contain the terms clinicians use in
their daily practice. The more easily these terms can be linked to concepts in a
terminology, the higher is its ease of use, which is an important quality criterion of a
clinical terminology. This depends on two aspects, viz. (i) the granularity of content
provided by the concepts in the terminology (concept coverage), and (ii) the wealth of
clinically relevant synonyms or entry terms in the terminology (term coverage).
Another quality criterion is inter-annotator agreement: it measures the ease of
selecting terminology content consistently: the more the annotation results coincide
between two or more annotators, the more precisely defined and/or self-explaining is
the terminology. Particularly for cross-border settings, agreement measures are seen
as proxies for how meaning can be conveyed across such borders. Detailed results of
this study are given in Annex A and Annex B of this document.
 Use of SNOMED CT vs. other terminologies for providing standardized meaning to
structured clinical data. Despite the predominance of text, structured data entry is
increasingly important in clinical documentation, especially for clinical research,
quality monitoring, disease registries, health management and billing. The structuring
of clinical information is provided by binding the meaning of the data elements of
information models to external terminologies and by constraining value sets for coded
data elements. Annexes C, D, and E provide detailed results of two studies.
 Use of SNOMED CT vs. other terminologies for machine annotation of clinical text in
different languages. The main rationale is the fact that natural language continues
being the main carrier of clinical information, in findings reports, clinical evolutions,
discharge summaries, orders, prescriptions and problem lists. The ongoing adoption
of Electronic Health Record (EHR) systems, is substituting paper charts by computerbased charts, but often with no change of content structure, which continues often
highly compacted text, often with idiosyncratic and error-laden terms and passages.
Natural Language Processing (NLP) has developed powerful tools and techniques to
analyse human language and map its content to controlled terminologies. This use
case uses an off-the-shelf text processing pipeline tailored to several languages.
Details of this study can be found in a separate document, Deliverable 2.4.
All use cases provide indicators for SNOMED CT’s theoretical fitness for use. As technical
fitness is a prerequisite for clinical fitness, and samples of clinical data are used for the
studies, clinical fitness for use can be indirectly assessed. The evidence created by studies
proposed in WP2 is assumed to disseminate knowledge about the current state of SNOMED
CT, in order to inform policy dialogues and strategic planning processes that are necessary
to set the course for EU-wide clinical reference terminologies.
This deliverable abstracts from the use cases and focuses primarily on the measurement of
terminology coverage and quality as study endpoints. The experiments needed for this are,
however, intertwined with the manual annotation / coding use cases.
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3

Customized resources

3.1

Terminologies

3.1.1 Manual annotation of free text experiment (for
details see Annex 2.3A and B)
In order to respond to the overall requirements of ASSESS CT, viz. comparing SNOMED CT
to alternative terminologies, two custom terminology settings are described in the following.
All of them were filtered by selected UMLS Semantic groups. These groups constitute
pairwise disjoint divisions of all concepts in the UMLS Metathesaurus. Via SNOMED CT –
UMLS mappings, the same semantic groups are also used to partition SNOMED CT.
 SNOMED CT, international version (English) July 2015, Swedish version, as well as
Dutch and French fragments, provided by the Belgian government, where these
terminologies are currently being localised. This terminology setting was named
SCT_ONLY.
 In order to address alternative settings, we created an alternative hybrid terminology,
including terminologies already in use, starting from the UMLS Metathesaurus, a
repository of over 160 biomedical terminologies with all of their content linked to
unique identifiers (CUIs). Several selection criteria were applied, regarding
terminology maintenance, relevance for Europe, clinical scope. Additional localised
terminologies were added, for which the English version was part of the UMLS
selection. This terminology setting was termed UMLS_EXT.
 The third terminology scenario, LOCAL, is used to investigate the completeness of a
set of terminologies for one language. They can be completely local terminologies,
i.e. terminologies for which terms in other languages do not exist, or localised (and
possibly extended / adapted) international terminologies.
In order to perform human annotations in the abovementioned scenarios, a multilingual
corpus was necessary. To this end, clinical texts in six languages (Dutch, English,
French, Finnish, German, and Swedish) were collected by the consortium partners, in a
way to approximate representativeness in terms of clinical domains, document sections,
and document types. Finally, 60 document samples (400 – 600 characters), 10 for each
language were selected. Apart from the language, the samples were characterized by
document type, document sections and clinical disciplines.
Each text sample was translated into all other languages by professional translators and
post-processed by the ASSESS CT team to correct translation errors, yielding a parallel
corpus consisting of 60 text samples per language. Since the corpus consisted of
samples from each language in equal terms regarding both raw translation and
subsequent translation checking by medical terminology specialists for all six languages,
language specific bias could be minimised.

3.1.2 Terminology binding experiments (for details see
Annexes 2.5 C – E)
For the structured annotation task, a smaller set of terminologies was selected, without
reference to UMLS. Only English terms were considered. The complete International
Release of SNOMED CT, July 2015 was used for the SNOMED CT setting and the complete
current international or English versions of ATC, ICD-10, LOINC, and MeSH were used for
the alternative setting.
For the purposes of the terminology binding experiment, elements of clinical information
model extracts were bound to terminologies. This included the binding of single nodes of an
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information model, as well as binding of sets of allowed values. Criteria for selecting clinical
information models were set up: clinical models should be in routine use in healthcare,
should encompass information generated by different professions, cover both primary and
secondary (e.g. health registries) information use cases, cover a range of health specialties,
different levels of granularity, and cover both common and rare cases. In addition, the
models should be sourced from a variety of member states. Finally, they should cover
different technical aspects of binding such as binding to attributes as well as values.
A set of eleven clinical models was finally defined, encompassing cardiology, trauma,
allergies, respiratory disorders, blood pressure, headache and diseases under surveillance.
A separate study investigated five value sets taken from diverse information modelling
activities, with a focus on patient summary, cross-institutional and cross-border aspects.
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4

Study endpoints, protocol, tooling

The endpoints of these studies are the following indicators for terminology coverage and
quality. In particular, we determined:
 Concept coverage: the degree in which a terminology successfully represents the
content of structured or unstructured samples. In their totality, these samples are
supposed to be typical and representative for the clinical content against which the
fitness for purpose of the terminology settings is assessed.
 Term coverage: the degree in which a terminology successfully represents the
language used to describe that content of structured or unstructured samples, of
which the meaning is represented by the terminology.
 Inter-annotator agreement (on concepts): the degree in which multiple annotators
select the same codes for representing the same resource. The higher this degree,
the less ambiguous is the terminology setting. Inter-annotator agreement is taken as
an indicator for the ease of selecting concepts consistently.
We expect several inter-dependencies between these endpoints as well as with the overall
size of each terminology scenario. E.g. with a low term coverage we expect a negative
impact on the measurement of concept coverage, as correct concepts may be missed due to
poor retrieval within the browsing tool. Furthermore we expect that inter-annotator agreement
diminishes with the size of the terminology/-ies used, as the choice of similar concepts will be
higher.
A study protocol was elaborated among the WP2 group (cf. Annex F), which describes the
subsequent processes, from the collection of material, the definition of study purposes and
endpoints, the tooling and training of the data acquisition process, and finally, the data
analysis.
Terminology browsers constitute the interface between human annotators and the
terminology. For the free text annotation experiment a customized terminology browser was
developed. In the terminology binding experiment, native terminology browsers for the five
terminologies were used.
For the free text annotation experiment, data entry was supported by an Excel Spreadsheet
template, which presents the text to be annotated. In the terminology binding experiment, the
annotators entered codes and scores via web-based forms.
The analyses of the manual annotations include the description of the manual annotations
and the calculation of the concept coverage, term coverage and inter-annotator agreements.
These analyses were carried out by developing specific software. For the terminology
binding experiment, data from the web-based tool were imported into a database and
analysed using customized scripts.

4.1

Human annotators

The corpus annotation task required a minimum of two annotators per language. They were
recruited according to criteria specified in Annex A. Annotators were trained in a Webinar,
based on guidelines (Annex G). For the terminology binding experiment, data were acquired
by consortium members from different countries. They were selected based on their
expertise in the field of terminology binding. Terminology binding guidelines as well as
documents explaining the use of the tool were available to the participants (Annex F).
Whereas for the terminology binding study all annotators performed the same tasks, the
corpus annotation required custom data entry forms (spreadsheets) for each annotator. Each
annotator annotated 40 text samples, which led to 20 samples annotated twice for each
language.
The double annotations for English were the basis of the creation of a reference standard. To
this end, all annotations where the two annotators agreed on codes and scores were
scrutinized by two terminology experts. In case of disagreements, these experts worked on
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consensus annotations. The disagreement cases were also extracted for a qualitative
analysis of disagreement (Annex B).
The resulting annotations of the annotation experiments were post-processed in order to
reduce errors due to missing information and trivial annotation mistakes. Missing information
is managed depending on the type of missing data, e.g. missing scores, missing codes,
formatting errors, trivial mistakes.
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5

Results

5.1

Manual annotation of text samples

Detailed quantitative data are given in Annex A and B. In the following the main results are
summarised:












For English, there was no significant difference in concept coverage and interannotator agreement when comparing clinical text annotations using a SNOMED CT
only setting (including 267,000 concepts) with clinical text annotations with a setting
constituted by a compilation of available terminologies (UMLS_EXT, including
1,977,000 concepts). The coverage values were rather high, viz. 86% for SCT_ONLY
and 88% for UMLS_EXT (strict coverage). If not distinguishing between strict and
partial coverage, the results were six percentage points higher. Swedish reached an
equally high concept coverage (87%) for the SCT_ONLY scenario, but only 59% for
UMLS_ONLY.
The SNOMED CT concept coverage values for Dutch and French (strict coverage
43% and 45%, respectively), both lower than the UMLS values (strict coverage 60%
and 64%, respectively), demonstrate the problem of providing SNOMED CT subsets
only. Whereas there is clearly much SNOMED CT content that might be of secondary
interest, either because it is not in the main scope of clinical documentation (e.g.
many organisms) or because it can be equally expressed by concept postcoordination, these results reveal major coverage gaps. Although these two
SNOMED CT versions constitute a snapshot in an advanced but not finished
localisation process, the results should be analysed and interpreted by the involved
stakeholders.
Regarding term coverage, the much lower term coverage for the Swedish SNOMED
CT (47%) compared to English (68%) shows that it is not enough to provide just one
term per concept. This supports ASSESS CT's recommendation to conceive the
creation and maintenance of language and user group specific user interface
terminologies and a separate endeavour that needs to be undertaken to guarantee
successful SNOMED CT introduction.
In English, term coverage is 5 percentage points higher for UMLS_EXT compared to
SCT_ONLY (73% vs. 68%), which shows that SNOMED CT does not play an ideal
role for providing interface terms, which corroborates ASSESS CT’s recommendation
of conceiving user interface terminologies as separate artefacts. This result should,
however be seen in the light that UMLS_EXT has more than six times more terms
than SCT_ONLY.
There are interesting results for the two languages for which no official SNOMED CT
versions exist. Surprisingly good concept coverage (strict coverage 82%) and term
coverage (72%) results could be found for the German UMLS_EXT scenario. For the
experiment with seven local and localised terminologies, strict concept coverage
amounted to 64% with 56% term coverage. These results show that for a large
language available local or localised terminology resources already seem to do a
good job. The progress in SNOMED CT adoption in these countries should be
monitored against this benchmark. This result is contrasted with the lack of
terminological resources for small language groups, as exemplified for Finnish in the
UMLS_EXT scenario, with a concept coverage (strict) of only 36%. SNOMED CT
introduction would probably have an early positive impact, even for purely national
interoperability scenarios.
Inter-annotator agreement values were low across all scenarios with a good concept
coverage (30-49%, with strict concept coverage) i.e. even though annotators does not
agree on a code, they are generally confident that they found the correct one. When
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5.2

application of the same standard by different users (or tools, e.g. NLP) leads to
different results, it is a severe challenge for interoperability. To mediate between
semantically equivalent expressions that exhibit largely different textual surfaces,
even in the same language, is an on-going challenge for human language
technologies. Apart from this, the issue needs to be addressed by more elaborated
guidelines and training of human annotators and coders, as well as by improvements
of the structure and content of the terminology proper. To what extent the current
ontological foundation of SNOMED CT can be exploited to infer equivalences or at
least semantic proximity between diverging annotations is currently being
investigated.
The low inter-annotator agreement values gave rise to an additional study where the
English text samples annotated twice were manually examined in order to produce a
reference standard and to assess the disagreements between the annotators and the
produced reference standard. Based on the resulting annotations the disagreements
between annotators and the reference standard were analysed and classified into
certain categories. Eight relevant categories were identified which affect the quality of
manual annotation of medical text with SNOMED CT. The most frequent problems
could be avoided or mitigated by addressing them in the annotation guidelines. Other
disagreements were provoked by shortcomings in the structure and content of
SNOMED CT. Nevertheless, a full agreement between annotators is unrealistic
because of the complexity of the medical domain and the fact that the understanding
of medical texts usually depends on medical expertise.

Results of terminology binding (Annex C, D, E)

There were in total 1,212 annotations made by six annotators from six different countries (5
EU countries and the US), 606 for each of the two terminology settings. In the following main
results are summarized
 The difference in concept coverage between SNOMED CT and alternative settings
was significant, with higher concept coverage for the SNOMED CT setting.
 Inter-annotator agreement was determined for Full and Inferred coverage, where
inferred coverage deals with capturing elliptical text fragments, e.g., “pain” may refer
to “back pain” and be coded as such. Inter-annotator agreement was substantial
(SNOMED CT) and moderate (alternative terminologies). Given that some basic rules
were applied the agreement was significantly higher for SNOMED CT compared to
the alternative terminologies. However, there were many occasions where there was
agreement on the code but disagreement on the coverage assessment.
 An in-depth analysis of typical disagreements identified five main categories, apart
from trivial errors. Most notable differences between SNOMED CT and alternative
setting was that annotators found a precise match for the granulation level easier in
the SNOMED CT setting than in the alternative setting. I.e. SNOMED CT generally
covered both coarse grained and fine grained concepts better, and therefore it did not
lead to as many discrepancies as in the alternative setting. For both settings it was a
challenge that annotators disagreed on when to go for a very granular representation
of meaning and when to choose a partial match to a coarser grained concept more
consistent with the rest of the set that was annotated. This analysis of typical
disagreements, makes it possible to improve future annotation guidelines, which is
most important to ensure consistent coding, and consequently, the possibility of
achieving semantic interoperability.
 The results of the terminology binding experiment show that the use of SNOMED CT
may be more complex, because the rules governing especially post-coordination are
harder to grasp even for experienced terminology users. The alternative
terminologies still have rules governing their use, but less elaborate than SNOMED
CT. However, if rules are enforced, as they would be in a terminology use quality
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assurance program, SNOMED CT may provide for more consistent terminology use.
Such quality assurance measures would be strongly recommended in any
terminology use project.
In accordance with the annotation experiment, disagreement on the assessment of
full versus partial coverage was frequent, which may question the raison d'être of the
underlying ISO DTR 12300 rating scale.
The manual analysis of five selected value sets in a separate study showed an
advantage for SNOMED CT over alternative settings.

In general, terminology binding experiment results are easier to interpret than free text
annotation, because these experiments relied on the International/English SNOMED CT
version only and compared them not with a terminology conglomerate like UMLS_EXT, but
with four widely used terminologies (ATC, ICD-10, LOINC, MeSH). That coverage and
agreement values are significantly higher for SNOMED CT is especially noteworthy because
the alternative scenario contained LOINC, which is assumed to have little overlap with
SNOMED CT.

5.3

Limitations

The experiments exhibit the following limitations:
 The translation results were of different quality dependent on the languages.
Especially, short forms and drug names remained untranslated. Most but not all of
this could be mitigated by the WP2 group. The decision to substitute all brand names
in the sources by substance names excludes the (national) terminologies of
pharmaceutical specialties from the scope of our investigations.
 The representativeness of clinical texts and clinical models is limited, due to lack of a
good sampling approach. Consequently, both the selection of text samples and the
selection of clinical models were done by hand, however by domain experts who
attempted to yield a high degree of representativeness.
 Due to resource constraints the amount of texts and clinical models was limited,
which has an impact on the power of the study, especially when partitioning the
annotation / binding results by semantic types
 The recruitment of annotators yielded a rather heterogeneous group. Although they
received on-line training and were instructed to adhere to guidelines, their
performance varied, so that comparisons between the languages may be problematic
 The terminology binding was partially performed by people with a medical informatics,
but not a medical background, and vice versa. There was also evidence that the
guidelines were only partially followed.
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6

Conclusion

The rationale for this work was to use samples of real clinical data and human annotators for
measuring (i) concept coverage, (ii) term coverage, and (iii) inter-annotator agreement as
quality indicators. Clinical text annotation experiments showed no superiority of a large-scale
terminology hybrid constituted by existing non-SNOMED CT terminologies over SNOMED
CT for languages in which a full translation of SNOMED CT is available. The advantage of
SNOMED CT was especially visible for Swedish as a language with a limited coverage of
clinical terminology by other sources. In contrast, the coverage of the translation of Belgian
SNOMED CT subsets (French, Dutch) was insufficient compared to alternative settings.
The terminology binding experiment showed a better performance of SNOMED CT,
compared to a set of four international standard terminologies. That SNOMED CT is a singlesource product, with periodic releases, backwards compatibility, a uniform licence
management, issued by an international non-for-profit organization, is already an advantage
over hybrid terminology settings, such as available from the U.S. based Unified Medical
Language System UMLS. Together with our experimental findings, we can testify fitness for
purpose of SNOMED CT in terms of concept coverage in different settings. However, term
coverage in SNOMED CT was low, compared to concept coverage. Given that higher term
coverage provides more usable terminologies, better term coverage would improve
SNOMED CT's fitness for purpose. This highlights that a focus must be set on terminology
localisation, beyond the translation of preferred terms. The localisation of SNOMED CT
subsets as a low-cost alternative to large-scale terminology translation and interface term
acquisition must be carefully checked against the use cases for which the terminology is to
be adjusted in order to avoid gaps and underspecification.
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7

Annex 2.3A – Comparing Terminology
Settings for the Manual Annotation of
Clinical Text Samples

7.1.1 Introduction
7.1.2 Terminology Systems
Terminology systems are defined as artefacts that provide standardized meaning of terms
used in oral or written communication within a given domain. More than any other discipline,
medicine has put high efforts into their development. [de Keizer 2000] [Ingenerf & Giere
1998] [Freitas 2009]. Numerous terminology systems are made available by centralized
repositories like the UMLS Metathesaurus [Nelson 1990] [UMLS 2016] and BioPortal
[Whetzel 2013].
Different genre names for terminology systems refer to different views and purposes:
Thesauri (like MeSH or MedDRA) relate pre-existing terms using close-to-language semantic
relations tailored to information retrieval. Aggregation terminologies or classifications (like
ICD-10) are systems of non-overlapping classes, used for statistics-oriented data ordering.
Nomenclatures like the Terminologia Anatomica [Drake 2011] aim at the standardization of
terms, without elaborating on their meaning. Ontologies like SNOMED CT categorize domain
entities and describe them by logic-based axioms that state what is universally true for all
members of a class.
A synoptic description of terminology systems is complicated by their large diversity and the
fact that few of them can be considered pure-bred exemplars of the above mentioned types.
Nevertheless, general building principles can be identified: language-specific terms (e.g.
“Breast cancer”, “Mammakarzinom”, “Cancer du sein”) are their basic building blocks, mostly
organized in hierarchies of broader and narrower meanings (e.g. “Cancer” is broader than
“Breast cancer”). Hierarchies constitute a partial order, thus defining trees (single hierarchies
as in classifications) or directed acyclic graphs (multiple hierarchies in thesauri). Nonoverlapping hierarchies are also called axes, e.g. the anatomy and the disease axes in
MeSH.
Terms are often enriched by synonyms, including term variants and derivations (e.g.
acronyms), such as “Cancer” and “Ca”. The criterion for synonym grouping is their meaning
preserving exchangeability in the domain of interest. However, term ambiguity is ubiquitous
due to the brevity in medical communication, with examples like “Ca” for Cancer vs. Calcium,
or “RTA” for “Road traffic accident” vs. “Renal tubular acidosis”. Groups of synonymous
terms are referred to as entities of language-independent meaning, traditionally called
concepts [Smith 2004]. For instance, “Prostate cancer”, “Cancer of prostate”, “Prostatic
cancer”, and “Malignant neoplasm of prostate” are different terms for the same concept.
Concepts are, generally, identified by an alphanumeric identifier, a Code, e.g. the ICD-10
code C61 for prostate cancer, or by Uniform Resource Identifiers in the Semantic Web space
[URI 2001].
Terminology systems normally include binary relations, also referred to as Links. Hierarchybuilding relations are, generally, broader-narrower relations (also parent-child relations),
more specifically taxonomic (is-a) relations, sometimes partonomic (part-of) relations.
Ontology-like terminology systems contain formal axioms that are sentences expressed in
logic which are always true in the domain, thus providing formal and computable definitions
for concepts in ontologies. Such axioms can express necessary conditions, sufficient
conditions, as well as constraints. Most ontology languages require a strict division between
classes (concepts) and individuals (instances). E.g., Liver would be a class, and the liver of
the first author is an individual, as well as “Country” vs. “France”, or “planet” vs. “Earth”.
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In general, terminology systems describe two things, viz. entities of language (terms) and
their referents, i.e. entities outside language. Concepts constitute the interface between
them. The way how concepts are described with regard to their referents depends on the
type of terminology system, this description can be formal or informal (text-based) and often
relies on tacit background assumptions.

7.1.3 Terminology ecosystems
ASSESS CT has coined the expression "terminology ecosystem" in order to describe the coexistence of numerous terminology systems. This entails that the same or similar kind of
entities are annotated by different terms / concepts / codes from different systems.
Therefore, terminology ecosystems need to address overlap. The preferred model of dealing
with diversity in a terminology ecosystem is to identify a set of reference terminologies, which
provide the basic building blocks of meaning. ASSESS CT as formulated several technical
requirements reference terminologies should fulfil.
 Provision of representational units (“concepts”) in sufficient granularity across all
areas of the domain
 Independence regarding language, supporting the connection to language and
context specific vocabularies
 Provision of precise definitions of all representational units (“concepts”)
 Support of compositional architecture that allows fine-grained representations
 Ease of harmonisation with other terminological and semantic artefacts in the same
terminology ecosystem
 Support of computer processing due to a formal basis
 Ontological explicitness through a rigid, well-funded and understandable upper-level
model
This shows that reference terminologies firstly describe the domain, and not primarily all
language expressions that denote domain entities. The richness and dynamic of language,
especially sublanguages like in biomedical science and health care, its fractal structure
characterised by numerous natural languages, regional or national dialects, sociolects that
differ from institution to institution, user group to user group suggest to keep this complexity
out of the scope of reference terminologies. Instead, it is recommended to cover this area by
so-called user interface terminologies, i.e. context-specific and cooperatively maintained
vocabularies, the entries of which are rooted in reference terminologies, which thus provide
standardised meaning across boundaries.

7.1.4 SNOMED CT
SNOMED CT is the world's most comprehensive multilingual healthcare terminology which
enables machine-processable representation of clinical content in electronic health records.
Rooted in an ontological framework, SNOMED CT provides controlled terms, including
synonyms and translations in different languages. The use of SNOMED CT in Electronic
Health Records (EHRs) is expected to improve communication and semantic retrieval, thus
improving real time decision support to more accurate retrospective reporting for research
and management. SNOMED CT is maintained by the IHTSDO, an international standards
development organisation. Currently it has 28 member countries, in which SNOMED CT can
be freely used. It is distributed in English and Spanish, with other translations being provided
by member countries, such as Swedish and Danish (completed), as well as French and
Dutch (in development). However, some important EU languages are not served, such as
German, Italian, Portuguese and East European languages, and numerous EU member
states are not IHTSDO members e.g. Germany, France, Italy, Finland, Austria, Ireland,
Hungary, Croatia, Romania, Bulgaria and Greece.
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7.1.5 The mission of ASSESS CT and the purpose of this
study
In order to give health terminology strategy recommendations to the European Commission,
ASSESS CT (Assessing SNOMED CT for Large Scale eHealth Deployments in the EU)
[ASSESS CT 2016], a project funded by the European Horizon 2020 programme, has set up
a number of studies to deliver supporting evidence. Some of the studies aimed at describing
past and current use of SNOMED CT and other terminologies, including questionnaires,
focus groups and literature studies.
The aim of this study is to determine the relative fitness for purpose of SNOMED CT for
clinical documentation, focussing on the semantic annotation of clinical narratives. To this
end, SNOMED CT will be compared to alternative terminology settings.
Quality of terminologies can be studied from a number of perspectives. It is, however, neither
easily defined nor measured with precision due to the complex nature of both the
terminologies and the contexts in which they are implemented. Still, several measures for
terminology quality have been suggested, two main ones being domain coverage, the ability
of the terminology to meet representational needs of a health domain, and inter-rater
agreement, the ability of the terminology to allow for consistent use or to compensate for any
lack of such.
The endpoints of this study are the following indicators for terminology coverage and quality.
In particular, we computed:
 Concept coverage: the degree of successful representation of the content in samples
of structured or unstructured clinical content. These samples are supposed to be
maximally typical for the clinical content against which the fitness for purpose of the
terminology settings is assessed. A core reference terminology should have a
maximally high concept coverage
 Term coverage: With conceptual coverage being guaranteed, term coverage
measures the degree by which the language used in the source to represent that
content shows a (close) match with the terms used in the terminology setting under
scrutiny. Thus, term coverage measures how well a terminology qualifies as interface
terminology.
 Inter-annotator agreement (on concepts). The more the codes coincide, which the
annotators propose for representing the same piece of meaning, the more suitable is
the terminology setting. Inter-annotator agreement is therefore a useful indicator for
the fitness of a terminology setting.
We expect several inter-dependencies between these endpoints as well as with the overall
size of each terminology setting. E.g., a low term coverage may negatively impact the
measured of concept coverage, as the correct concepts may be missed due to poor
synonym support. Furthermore we expect that inter-annotator disagreement grows with the
size of a terminology setting, just because the choice is higher. As Figure 1 demonstrates,
the size of the terminology settings used in the experiments described in this paper ranges
over two orders of magnitude.
A study protocol was elaborated, which describes the subsequent processes, from the
collection of material, the definition of study purposes and endpoints, the tooling and training
of the data acquisition process, and finally, the data analysis. The study protocol is available
in [ASSESS CT Del. 2016].

7.2

Material and Methods

7.2.1 Clinical parallel corpus
A clinical corpus was acquired, consisting of 60 short samples (400 – 600 characters) of
clinical texts in six languages, 10 from each language (Dutch, English, French, Finnish,
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German, and Swedish). Texts were completely de-identified and were provided by the
ASSESS CT WP2 consortium partners, which had used these texts in other studies before.
The acquisition of corpora was done in a way supposed to approximate representativeness
in terms of clinical domains, document sections, and document types. In particular, the
samples represent the following document types: autopsy reports (3), death certificate (1),
discharge summaries (30), microscopy reports (2), outpatient summary (1), pathology reports
(3), referral reports (5), finding reports (4), toxicology report (1) and visit reports (10);
document sections: characterized as conclusions (3), diagnosis (2), evolution (7), findings
(22), history (10), history & diagnosis (1), imaging (1), indication (1), lab (4), lab/medication
(1), medication (2), order (1), plan & finding (1), recommendation (1), summary (3). The
clinical disciplines were represented as follows: Anaesthesiology (1), Dermatology (3),
Gynaecology (2), Internal Medicine (17), Neurology (3), Ophthalmology (1), Paediatrics (3),
Pathology (12), Surgery (14) and Urology (4).
To construct the parallel corpora, all text samples were translated into the other languages
by a professional translation service, following pre-defined translation guidelines. The
translation guideline requires (i) the translators to have some knowledge of medicine and
having the target language as mother tongue, and (ii) that the translation process preserves
the meaning of the source text in a way it appears to a native speaker of the target language
to have originally been written in that language. This includes that it also maintains the
individual characteristics of the author, such as his/her command of the language. However,
some problems had to be faced during translation and these rules were also defined: (i) drug
trade names are replaced by their active ingredients, because the coverage of national drug
names was considered out of scope for the terminology settings; (ii) acronyms or
abbreviations are translated into an equivalent acronym in the target language if possible;
otherwise into a full term; (iii) in case of spelling, grammar or style introduce similar errors are
introduced into the translation.
The raw translations obtained had to be adjusted by the consortium members, due to
obvious quality issues in the professional translation process.

7.2.2 Terminology settings
ASSESS CT addresses three different terminology settings: SCT_ONLY, UMLS_EXT and
LOCAL.
 SCT_ONLY uses exclusively SNOMED CT, in its English, Swedish, French and
Dutch versions. In particular the English international version (2015/07/31), the official
Swedish translation and Dutch and French SNOMED CT work files of the National
Release Centre of Belgium were used, with the latter resource only covering parts of
SNOMED CT. Due to lack of German and Finnish translations of SNOMEC CT, such
languages were omitted from SCT_ONLY.
 UMLS_EXT is an artificially assembled conglomerate of terminologies, corresponding
to a subset of the active release of the 2015 UMLS resources and its extension with
updated terms from existing CUIs. This release has 128 active vocabularies, from
which 71 were selected for our purposes, including the localised version of several
terminologies: Anatomical Therapeutic Chemical (ATC) Classification System,
International Classification of Diseases (ICD10), and Logical Observation Identifiers
Names and Codes (LOINC). The criteria for selecting the vocabularies are the
following: (i) exclude U.S. specific (billing and reporting) terminologies; (ii) Include
only terminologies currently used, excluding sources of uniquely scientific interest; (iii)
exclude terminologies that are not currently maintained; (iv) exclude sources in
languages other than English, Dutch, French, German, Swedish, and Finnish; (v)
exclude SNOMED CT and systems in its lineage, i.e. former SNOMED versions and
READ codes; and (vi) exclude sources that represent disciplines that are considered
out of scope, according to the decisions in ACCESS CT, viz. nursing and dentistry.
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The LOCAL setting was defined to be used for German texts. It consists of the
terminologies ICD10, LOINC, ATC, MeSH, ICD-O, the German Procedure
Classification (OPS) and ABDAMED, a German drug catalogue. All but the last two
are localisations of international terminologies.
The terminology settings SCT_ONLY, UMLS_EXT and LOCAL were designed to focus on
the most relevant medical concepts and to reduce the complexity of annotation experiment.
To that end, the UMLS semantic groups ANAT = Anatomy, CHEM = Chemicals & Drugs,
CONC = Concepts & Ideas, DEVI = Devices, DISO = Disorders, GENE = Genes & Molecular
Sequences, LIVB = Living Beings, OBJC = Objects, PROC = Procedures were selected to
determine which semantic types were in the scope of the project.
Figure 1 shows the number of concepts and entry terms available for every setting.

Figure 1: Number of concepts and entry terms for each language in SCT_ONLY, UMLS_EXT and
LOCAL settings.

7.2.3 Terminology Platform
For all terminology settings, terminologies were uniformly displayed in the “Averbis
Terminology Platform” (ATP) [ATP 2016], a web-based service that supports navigation and
search within customizable (sets of) terminologies (cf. Figure 2). The selected terminologies
were inserted in ATP and the codes were organized following the hierarchy of semantic
types from UMLS. ATP allows selecting the terminologies and provides a search box with
regular expressions capabilities, accepting both codes and text strings. The list of matches is
shown in the search result box. Whenever a term is selected from the search result box, it is
displayed, together with all entry terms (synonyms), attributes, and hierarchic context.
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Figure 2: Web interface of Averbis Terminology Platform.

7.2.4 Annotation spreadsheets
Pre-filled Excel spreadsheets were provided to annotators, cf. Figure 3Figure 2. The
spreadsheets are structured in four main sections. The first section contains the column of
tokens, which contains one token for each row, followed by a column for chunk identifiers.
The second, third and fourth sections are related to the SCT_ONLY, UMLS_EXT and LOCAL
settings respectively. Each section contains, again, three columns, (i) for terminology code or
groups of codes that annotate a token, (ii) for concept coverage, presenting several values to
rate how well the term matches a concept, and (iii) for term coverage expressed as a binary
value (yes / no) .

JOINT EXPERIMENTAL SETTINGS ANNOTATION

1
2

SCT ONLY

TOKENS
3
4
5
6
7
8
9
10
11
12
13

CHUNK

Reason
for
Contact
Necessity
to
talk
about
fat
surgery
.

CONCEPT
TERM
CODE
COVERAGE COVERAGE
SNOMED ID
SCORE
Y/N

1 302441008 Inferred cov no
1 302441008 Inferred cov no

UMLS_EXT
CODE
UMLS CUI

C0038640
C0038640

CONCEPT
COVERAGE
SCORE

TERM
COVERAGE
Y/N

Inferred cov no
Inferred cov no

Figure 3: Fragment of an annotation spreadsheet. It shows the header of the document and an
example of the annotation of “fat surgery” concept for SCT_ONLY and UMLS_EXT settings.

7.2.5 Annotation guidelines
The main goal of the annotation guidelines is to define the rules that guide annotation
decisions in a way that optimally represents the meaning of text passages in medical
narratives using codes from the three experimental settings. The rules were specifically
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adapted to the research questions underlying ASSESS CT, and do therefore not depend on
any real clinical coding context. The guidelines also contained a short glossary, which
elucidates the meaning of terms, which also matter for the subsequent deliberations in this
document:
 Concept: entity of independent domain specific meaning in a terminology system.
 Code: alphanumeric identifier for a concept.
 Token: a single word, a numeric expression or a punctuation signs. A token is
obtained by splitting the words in a text using white spaces and punctuation signs.
 Chunk: A chunk is a text fragment consisting of one or more tokens. A chunk is
delineated in a way that it corresponds to a clinical concept. The delineation of a
chunk may depend on individual judgement.
 Annotation group: (unordered) set of concept codes that jointly represent or
approximate the meaning of the clinical concept related to the scope of the chunk.
Annotators had to rate concept coverage using an assessment scale with five scores (see
Table 1). The guideline also defined that whenever more than one code is needed to
annotate a token, the most restrictive score is assigned.
Table 1: Definition of the scope of concept coverage scores for ASSESS CT WP2
manual annotation experiment.
Score

Definition

Full
coverage

Full coverage: When the meaning of the text fragment fully represents the concept. E.g.
The term “high blood pressure” is fully covered by “Hypertensive disorder” using the
SNOMED CT code 38341003.

Inferred
coverage

Inferred coverage: Although the text fragment is elliptic or ambiguous, its meaning can
be inferred from the context and can be fully represented by a concept. E.g. a specific
use of the term “hypertension” could mean “Renal arterial hypertension”, so that the
annotation with the SNOMED CT code 39018007 is justified.

Partial
coverage

Partial coverage: When the meaning of the text fragment comes close to the meaning of
the concept. E.g. “Third rib fracture” is more specific than what can be found in the
terminology, namely “Fracture of one rib” with the SNOMED CT code 20274005). Yet the
meaning is close enough to justify annotation with this code.

None

No coverage: If there is not any concept that has a closer meaning of the text fragment.
Too unspecific concepts such as “fracture of bone” for “third rib fracture” must not be
used for “partial cov”. Here, “None” is the correct decision.

Out of
scope

The meaning of the text fragment is not covered by any of the semantic groups selected
for this study or the meaning of the text fragment is not clear to the annotators.

For the annotation process Excel spreadsheets were tailored for each individual annotator
where each tab contains one text sample, presented as shown in Fig. 3. Each spreadsheet
contains 20 to 60 samples depending on the available effort of annotators. Texts were
distributed among annotators in a way that a subset of 20 samples (the same ones for all
languages) was annotated twice. Both SCT_ONLY and UMLS_EXT terminology settings
were done for English, Swedish, French and Dutch. German annotators performed
annotations for the settings UMLS_EXT and LOCAL. Finnish annotators annotated the
UMLS_EXT setting only.
The annotation workflow started with the identification of the chunks in the text samples.
Annotators have to identify cohesive text passages by assigning unique chunk number.
Relevant chunks are those that refer to medical concepts from the semantic types: Findings,
Procedures, Results of clinical and lab measurements, including related qualifiers,
Substances, organisms and anatomy, medical devices and body structures. Chunk
delineations are user-specific but they hold for all the terminology settings, according to the
spreadsheet structure. After chunk delineation, each setting requires three columns to be

commercial in confidence

Page 27 of 128

ASSESS CT – D2.3

filled: (i) the list of terminology codes; (ii) concept coverage score; (iii) term coverage score
(yes / no). The idea is that each chunk is represented by an unordered set of one or more
codes. For each chunk, appropriate codes are entered. For technical reasons, three cases
need to be further described:


If a token is not part of a relevant chunk the corresponding field remains empty (see
line 4 in Figure 3Figure ).
 If the meaning of the chunk is fully represented by one single code, then this specific
code is entered into all cells that belong to this chunk (see lines 11 and 12 in Figure
3).
 If the representation of a single token requires more than one code, these codes are
entered into a single cell as list separated by semicolons.
The main purpose of the annotation process is the selection of the codes that fully cover as
much as possible the meaning of text fragments in different settings. Thus, the annotators
must select, first, the concept codes that best cover the meaning of the chunk. Full coverage
and Inferred coverage scores have the same coverage level. Whenever a chunk requires
more than one code, the annotator should find a minimal list of codes that, together, best
cover the meaning of the chunk. Partial overlap of tokens (e.g. "Sarcoma of rib" + "third rib")
is allowed in case there is no better way to express the meaning. For retrieving codes the
use of ATP, with the corresponding language and terminology setting is mandatory.
Annotators should try several synonym and substring matches before assign a Partial
coverage or No coverage score. External services, such as Wikipedia and other Web
resources are allowed to find synonyms and discover the meaning of unknown terms. In
case of doubt, the corresponding code and score cell have to be left empty.
Figure 4 shows an example of possible groupings of SNOMED CT codes that could be used
to annotate the text fragment “Complicated fracture of the third rib” and which is the best
according to the ASSESS CT annotation guidelines. The first code Complicated fully covers
the token “complicated”. The second code Complicated fracture of bone partially covers the
text fragment. The third code Fracture of bone partially covers the tokens “fracture of third
rib” but it is more generic than the fourth code Fracture of one rib, which also partially covers
the same tokens. The fifth code Bone structure of third rib fully covers the tokens “third rib”.
Because there is not any single code that fully covers the whole text fragment the annotators
have to use group of codes. Figure 4 presents four examples of possible groupings. The first
group contains the first code, the third code and the fifth code, which fully covers the text.
The second group contains the same codes but the fourth code instead of the third code,
which has a more precise meaning. The third group contains the second, fourth and fifth
code, which is also more accurate than the second group because the second code is more
specific. The fourth group contains the second and fifth codes, which fully cover the meaning
of the text fragment and also has the fewest number of codes; therefore, annotators should
select the latter one. In cases were the meaning of the text cannot be covered by not any
grouping, annotators should repeat the same process but try to achieve at least partial
coverage.

Figure 4: Example of annotation process that shows the combinations of codes that are possible for
annotating the text fragment “Complicated fracture of third rib” with SNOMED CT.
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The general rules for the annotation process have some exceptions due to the scope of the
selected UMLS semantic groups. Thus, annotators should not annotate the content related
to:
1. Proper names, persons, professional roles, social groups, geographic entities,
institutions, non-medical devices, non-medical events;
Context information such as diagnostic certainty, plans, risks, clinical history or family
history, e.g. in the phrase “high risk for lung cancer” only “lung cancer” is annotated,
as well as in “father died from lung cancer” or “suspected lung cancer”;
2. Temporal information, e.g., in the phrase “lung cancer, first diagnosed in Oct 2014”
only “lung cancer” is annotated. The only case where time-related information is
annotated is in drug prescription such as “1-1-1” or “t.i.d.”;
3. Residuals, e.g. "Arterial hypertension NEC", "Tuberculosis, unspecified", "other
complications of unspecified head injuries";
4. Digits, e.g. "eight".
Moreover, the annotation guidelines also define the conditions of concept preference.
Anatomy concepts that contain the word “Structure” should be given preference about those
that are distinguished by the term “Entire”. Finding / disorder concept should be given
preference over corresponding morphology concepts. For all lab values, preference should
be given to those concepts that include the term “measurement”, such as Measurement of
potassium in serum. Substance concepts are given preference over Drug product concepts.
Finally, the term coverage scores represent whether the entry terms in a terminology match
the tokens in the text samples. It measures, how well as given terminology setting fulfils the
role of interface terminology. Term coverage is annotated with “Yes/No” values for each
annotated token. If a token exists literally or with minor variants (inflection, word order, typing
error) and with the same meaning in an entry term of a terminology, then it is considered a
full match and is annotated with “yes”, in any other situation with “no”. There are no
distinctions among synonyms, entry or preferred terms for matching tokens.

7.2.6 Recruiting and training of annotators
The annotation experiment requires annotators to have similar domain knowledge in order to
make annotations comparable. Therefore, we defined the following criteria for the recruitment
of annotators: annotators must be physicians of medical students in their fifth year later;
experience with medical terminologies is desirable but not compulsory; two annotators
should be recruited for each language1.
The recruited annotators were trained in our defined annotation guidelines by providing them
with the annotation guidelines document and a video tutorial about how to use ATP in the
different terminology settings. All annotators were trained in a webinar, in which the tools and
the guidelines were explained. A text sample different from those in the corpora was
provided to the annotators before the seminar so that they could practice before and address
doubts during the seminar. The annotators were also provided with a contact from the WP2
group to ask further questions related to how to guideline use, but not related to specific
problems about text sample content.

7.2.7 Data cleaning
The resulting annotations were post-processed in order to reduce errors due to missing
information and trivial annotation mistakes. Missing information is managed depending on
the type of missing data:
 If there is a code without coverage score, then the score is manually evaluated for
each case.
1

For organisational reasons, the annotation task for French was done with three annotators
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If there is a coverage score without code, then the coverage score is set to "None".
If there is a concept coverage score without term coverage, it is set to “no”.
If there is a term coverage value without concept coverage score, the term coverage
value is removed.
 If a token in a chunk should be annotated in two settings but there are only
annotations in one, it was checked whether (i) the token is in the scope of the
experiment. If yes, a “None” coverage score is assigned to the non-annotated setting,
otherwise the annotation is removed.
Trivial annotation mistakes are errors that can be automatically detected and fixed. The
following methods were applied for checking the annotations:
 A code does not belong to its terminology setting. E.g., a UMLS CUI is used to
annotate a token in the SCT_ONLY setting. Hence, via the UMLS MRCONSO file the
corresponding SNOMED CT code is identified. In case of no direct mapping, the
codes are removed and the concept coverage score set to "None".
 When a code does not belong to any terminology, it is checked whether the value in
the cell above is valid, which explains that the error was committed by MS Excel's
auto-increment mechanism. Here, the wrong code was replaced by the preceding
value of the same chunk. In all other cases, the code is removed and the concept
coverage set to “None”.

7.2.8 Analysis of results
The analyses of the manual annotations include the description of the manual annotations
and the calculation of concept coverage, term coverage and inter-annotator agreement (IAA)
values. These analyses were carried out using specific software in Java and R. The Java
software analyses the resulting annotation file to provide the number of chunks and
annotations defined for each setting by the annotators; thereafter it calculates concept
coverage and term coverage and generates finally the input files that are required for the
calculation of inter-annotator agreements. The R scripts use agreestat functions [Agreestat
2016], in order to calculate the annotation code agreement with Krippendorff’s alpha
measure [Krippendorf 2004] at sentence level. All material and software produced for this
project are available in github [GIT 2016].
Concept coverage calculation takes the definition of annotation groups into account. The
granularity and scope of chunks may differ from one annotator to another and the concept
coverage score is related to each token in the annotation spreadsheets. Therefore, we have
defined annotations as the set of unique concept codes in a chunk and the consecutive
tokens with “None” coverage score. E.g., the annotations of the annotated chunk (lines 7 –
15) in Table 2 consist of the codes “414738006” with full coverage, “258790008” with full
coverage and one annotation with “None” coverage score associated with “Enfamil” in line
13. If a code is weighted with different coverage scores, then, only the most restricted score
is used. In our case, the rank of score from the most to the least restricted is “Partial cov”,
“Inferred cov” and “Full cov”.
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Table 2. Example of annotated chunk in a text sample. The chunk is annotated with
two different codes, two different concept coverage scores and two term coverage
values.
Token

Chunk

Code

Coverage score

Term coverage

1

He

2

is

3

currently

4

on

5

a

6

120

7

cc

8

414738006

Full cov

No

8

per

8

414738006

Full cov

Yes

9

kg

8

414738006

Full cov

No

10

per

8

414738006

Full cov

Yes

11

day

8

414738006

Full cov

Yes

12

of

13

Enfamil

14

20

15

calories

16

.

8
8

None
258790008

Full cov

Regarding concept coverage, two types of measurements were calculated, viz. “Strict”
coverage, which takes into account annotations with full and inferred coverage score,
opposed to “Loose” coverage, which also includes annotations with partial coverage score.
Term coverage is measured using the “Yes/No” values assigned to each annotated token.
However, these values are grouped into the annotations defined for the concept coverage. In
case an annotation has both values, the “no” value is assigned to the whole annotation.
IAA is calculated using the Krippendorff’s alpha measurement. It shows the annotation
agreement among annotators of the same language. Alpha is based on the comparison of
units among annotators. The scope of the units must be equivalent in order to compute the
alpha. Therefore, we defined unit as the set of annotations that are enclosed in a sentence.
The number and scope of the sentences are the same for annotators of the same language
since they have to annotate the same text samples. This is not possible between annotators
of different languages because the text samples are translated and, therefore, the distribution
of the tokens and sentences could be different. The agreestat functions for calculating alpha
require the construction of the coincidences and weight tables when comparing two
annotators and ratings and weight tables for more than two annotators. Only units that have
at least two annotations can be included in these tables and, consequently, units without
annotations or with only one annotation are omitted. IAA is also calculated in two modes:
“Strict” which takes into account the coverage score; and “Loose” which ignores it. The
ratings, coincidence and weight tables are created by the developed Java application. The
ratings table is created with the units in the rows and the annotators in the columns; the
coincidence table is a square matrix with the list of unique units as the dimension and
provides the number of times one unit coincides with another; the weight table have the
same structure as the coincidence table but it represents the overlap between two units in
terms of annotation codes. The overlap is measured using the total number of unique
annotation between two units and the number of common annotation. The overlap is
calculated using the quadratic weight and it ranges from 1 (full agreement) to 0 (total
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disagreement). IAA results are compared against the Landis and Koch benchmark as
described by Gwet [Gwet 2014]

7.3

Results

The overview of the annotations produced in this experiment is provided in the Table 3. The
table contains some statistics of the corpus for English, Swedish, Dutch, French, Finnish and
German. There were recruited two annotators for English, Swedish, Dutch, Finnish and
German but three for French. Besides, a set of 20 text samples from the corpora was
annotated by all annotators and the other 40 text samples were distributed between
annotators of the same language depending on their time availability. Consequently, English,
Swedish, Dutch and German annotators filled in 80 text samples (40 by one annotator and
20 by the two annotators) and French annotators filled in 100 text samples (40 by one
annotator and 20 by three annotators). Finnish annotators annotated only 74 due to
availability problems (34 by one annotator and 20 by the two annotators). From the parallel
corpora point of view, the average number of sentences per text sample ranges from 8.65 to
9.41 and the average number of tokens per text sample ranges from 75.93 to 112.03. These
varied ranges were produced because of the translation of text samples and are related to
the characteristics of the target language. Regarding the annotations produced by the
annotators, the average number of chunks defined ranges from 12.07 to 22.20; the average
number of tokens with a concept coverage score for SCT_ONLY ranges from 25.47 to 37.75;
and the average number of tokens with a concept coverage score for UMLS_EXT ranges
from 23.44 to 37.59. The average number of tokens with concept coverage score for LOCAL
is 23.33 for German which is very similar to the one for UMLS_EXT terminology setting.
Table 3: Overview of annotation results for English, Swedish, Dutch and French. The
table shows for each language the number of annotators recruited, the number of
annotated text samples, and the average number of sentences, tokens, defined
chunks per text sample. The last two columns provide the average number of
annotated tokens with SCT_ONLY, UMLS_EXT and LOCAL terminologies that were
defined by annotators.
Language

Annotators

Total
Tokens

Chunks

English

2

80

Swedish

2

80

9.0

97.1

12.5

37.8

37.6

8.7

86.0

13.0

28.9

Dutch

2

29.7

80

9.0

100.0

13.8

25.5

French

25.5

3

100

8.7

112.0

12.1

27.4

27.9

Finnish

2

74

9.4

75.9

22.2

35.9

German

2

80

9.3

91.4

15.6

23.4

Annotated
Text
samples

Sentences
(avg.)

Annotated
Tokens
SCT_
ONLY

Annotated
Tokens
UMLS_
EXT

Annotated
Tokens
LOCAL

23.3

7.3.1 Concept coverage
The concept coverage calculation took into account the different number of annotators for
French and, therefore, the concept coverage for those text samples annotated more than
one time, they were weighted by the numbers of copies. Table 4 provides the resulting
concept coverage values of English, Swedish, Dutch, French, Finnish, and German for the
“Strict” and “Loose” modes for the terminology settings, SCT_ONLY, UMLS_EXT and
LOCAL. In addition, Figure 5 depicts the concept coverage values for the languages in which
we can compare SCT_ONLY to UMLS_EXT.

commercial in confidence

Page 32 of 128

ASSESS CT – D2.3

Table 4: Concept coverage for the SCT_ONLY, UMLS_EXT and LOCAL settings and for
English, Swedish, Dutch, French, Finnish and German languages. The table shows the
average concept coverage and the confidence interval (CI) with 95% significance.
Language

Concept Coverage SCT_ONLY

Concept Coverage UMLS_EXT

Strict Coverage Loose Coverage Strict Coverage
Mea
n

95% CI

Mea
n

95% CI

Mea
n

95% CI

Loose Coverage
Mean

95% CI

Concept Coverage LOCAL
Strict Coverage
Mean

English

0.86 [0.82; 0.88] 0.92 [0.88; 0.93] 0.88 [0.86; 0.91] 0.94 [0.93; 0.96]

Swedish

0.87 [0.84; 0.89] 0.91 [0.88; 0.93] 0.59 [0.55; 0.63] 0.65 [0.61; 0.69]

Dutch

0.43 [0.35; 0.44] 0.52 [0.45; 0.55] 0.60 [0.57; 0.65] 0.67 [0.64; 0.72]

French

0.45 [0.37; 0.47] 0.57 [0.49; 0.59] 0.64 [0.61; 0.70] 0.75 [0.73; 0.80]

Finnish

0.36 [0.30; 0.40] 0.64 [0.60; 0.69]

German

0.82 [0.80; 0.85] 0.90 [0.89; 0.93] 0.64

95% CI

Loose Coverage
Mea
n

95% CI

[0.60;0.68] 0.74 [0.72; 0.78]

Figure 5: Concept coverage and confidence intervals for each language, the "Loose" and "Strict"
modes and SCT_ONLY and UMLS_EXT settings.

Table 5 provides the number of codes classified by UMLS semantic groups. The table
indicates the numbers of codes for English, Swedish, Dutch, French, Finnish and German in
the SCT_ONLY and UMLS_EXT settings. These numbers represent the total amount of
unique codes used by all annotators for each language. LOCAL terminology setting was not
filtered by UMLS semantic group but by the terminologies it contains. Table 6 shows the
number of unique codes used by the German annotators from each terminology in the
LOCAL setting. The total number of unique codes for LOCAL and UMLS_EXT that were
used by German annotators are similar but higher in the case of UMLS_EXT.
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Table 5: Number of codes for each selected UMLS semantic group for each language
and SCT_ONLY (SCT) and UMLS_EXT (UMLS) settings.
Semantic
group

English
SCT

Swedish

UMLS

SCT

Dutch

UMLS

SCT

French

UMLS

SCT

Finnish

UMLS

German

UMLS

UMLS

GENE

0

1

1

1

0

1

1

0

0

0

ANAT

170

159

222

123

122

107

133

128

90

131

CONC

189

197

123

7

64

7

81

13

10

8

OBJC

3

3

1

0

2

1

1

0

1

1

PROC

198

218

167

75

35

124

33

133

83

129

DISO

399

373

301

189

174

282

166

261

224

286

LIVB

5

5

5

3

4

4

4

4

0

4

CHEM

102

95

122

127

44

76

32

100

110

123

DEVI

3

5

6

3

9

2

5

4

4

3

Total

1069

1056

948

528

454

604

456

643

522

685

Table 6. Number of concepts used by terminology in the German LOCAL setting.
Terminology

German

Terminology

German

LOCAL
ABDAMED

LOCAL

114

ICD-O

5

OPS

38

MeSH Anatomy

128

ICD10

213

MeSH Organism

4

Total

502

7.3.2 Term coverage
The results of term coverage calculation – as a measure of the suitability of a terminology
setting as a source of user interface terms – are given by Table 7 and plotted in Figure 6.
Term coverage is calculated for English, Swedish, Dutch, French, Finnish and German
languages according to the terminology settings available: SCT_ONLY, UMLS_EXT and
LOCAL.
Table 7: Average term coverage values for SCT_ONLY, UMLS_EXT and LOCAL
settings and for English, Swedish, Dutch, French, Finnish and German. The
confidence interval (CI) is provided with 95% significance.
SCT_ONLY
Language

UMLS_EXT

LOCAL

Term
coverage

95% CI

Term
coverage

95% CI

English

0.68

[0.64; 0.70]

0.73

[0.69; 0.76]

Swedish

0.47

[0.44; 0.52]

0.35

[0.32; 0.40]

Dutch

0.35

[0.29; 0.36]

0.44

[0.41; 0.49]

French

0.39

[0.34; 0.43]

0.57

[0.55; 0.64]

Finnish

0.23

[0.20; 0.29]

German

0.72

[0.71; 0.79]
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Figure 6: Term coverage for “SCT_ONLY” and “UMLS_EXT” settings and for English, Swedish, Dutch
and French. The table shows the average term coverage and the confidence interval with 95%
significance.

7.3.3 Inter annotator agreement
In annotator agreement (IAA) was calculated using Krippendorff’s alpha, which compares the
codes assigned more than once within a subset of 20 text samples across all languages.
Table 8 and Figure 7 show the IAA values provided for “Strict” and “Loose” modes and for
the settings SCT_ONLY, UMLS_EXT and LOCAL.
Table 8: Krippendorff’s alpha values and 95% confidence interval (CI) for “Strict” and
“Loose” modes with SCT_ONLY, UMLS_EXT and LOCAL settings and for each
language.
Language

SCT_ONLY
Strict

UMLS_EXT
Loose

Strict

LOCAL
Loose



95% CI



95% CI



95% CI



95% CI

English

0.37

[0.33;0.41]

0.64

[0.60;0.69]

0.36

[0.32;0.40]

0.64

[0.60;0.68]

Swedish

0.30

[0.26;0.34]

0.55

[0.51;0.60]

0.49

[0.43;0.54]

0.74

[0.70;0.78]

Dutch

0.30

[0.25;0.35]

0.55

[0.49;0.62]

0.45

[0.40;0.50]

0.70

[0.65;0.75]

French

0.22

[0.17;0.27]

0.40

[0.34;0.47]

0.36

[0.30;0.41]

0.57

[0.51;0.62]

Finnish

0.30

[0.26;0.35]

0.47

[0.42;0.51]

German

0.49

[0.44;0.54]

0.73

[0.69;0.77]
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Strict

Loose



95% CI



95% CI

0.46

[0.41;0.56]

0.70

[0.65;0.74]
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Figure 7: Krippendorff’s alpha for Strict and Loose modes for English, Swedish, Dutch and French and
SCT_ONLY and UMLS_EXT settings.

7.4

Discussion

7.4.1 Limitations of the study
The parallel corpora and terminology settings for each language (English, Swedish, Dutch,
French, Finnish and German) were constructed to have a comparable setting to assess
performance values of SNOMED CT (SCT_ONLY) compared to an alternative (UMLS_EXT)
and a local (LOCAL) terminology setting. UMLS_EXT consists of a subset of the UMLS
active release with some extension of localised terminologies and LOCAL corresponds to a
set of terminologies that are commonly used for German language. As a result, a corpus of
60 text samples were distributed between the annotators in a way that 20 text samples were
processed by all annotators and the other 40 by only one. Depending on the language and
the availability of SNOMED CT translations and local terminologies, different combination of
terminology settings resulted. Due to low quality translation of some text samples, further
corrections were made by the group members to improve them. Text sample length which
ranged between from 76 tokens and 112 tokens per text sample, with and an average
number of sentences per text between 8.7 to 9.4. There are also differences between the
average number of chunks as delineated by annotators, which obviates inter-annotator
comparison at chunk level. Regarding the terminology settings, the average numbers
showed that they are more similarities between the results for different terminology settings
annotated by the same annotator than between the results from different annotators for the
same language. Apart from the heterogeneity of the material, we have to highlight known
limitations of the study, which need to be known for proper interpretation:







Scope of text samples: exclusion of dentistry and nursing
Representativeness of text samples: No real sampling was possible. Composition of
the corpus was done manually, based on available textual content as well as intuition
about its balance regarding text types, document sections and clinical topics
Scope of terminologies: limitation to the Semantic groups GENE, ANAT, CONC,
OBJC, PROC, DISO, LIVB, CHEM, DEVI
Delineation of the UMLS_EXT setting, with rather soft inclusion / exclusion criteria
Selection of human annotators was heavily constrained by availability of suitable
experts, which led to some heterogeneity in terms of skills, experience and availability
(for French, three annotators were needed)
Limited time for training of annotators, no pilot study (with feedback to annotation
guideline development), due to inherent time constraints.
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Limited resources for tool optimization, which may be one reason for an overall low
inter annotator agreement.

7.4.2 Concept coverage
From the concept coverage point of view, the results show a correlation between the number
of available concepts for each terminology setting (see Figure 1) and their concept coverage
(see Table 4). However, there are noteworthy exceptions: The fact that the English
UMLS_EXT setting includes seven times as much concepts as the SCT_ONLY setting, has
only a minimal, not significant impact on concept coverage. German LOCAL and UMLS_EXT
coverage was high, despite the moderate size of these terminologies. Especially the
performance of German UMLS was surprising, as it was much higher than the German local
scenario, although the latter being richer in content.
For Swedish the coverage is much higher for SCT_ONLY, and practically the same as for
English, which is consistent with the fact that the Swedish version covers the complete
SNOMED CT and the insufficient Swedish content in UMLS. This is not the case for the
French and Dutch versions. Here only part of SNOMED CT was localized, which results in a
much lower coverage not only compared to Swedish and English, but also compared to the
alternative setting which shows a clear advantage in terms of concept coverage. The
distribution of the annotations based on the set of selected UMLS semantic groups is
described in Table 5. In this table, we can observe that there are fewer annotations of
Genes/Proteins, Objects, Living beings and Devices, opposed to the semantic groups
Anatomy, Conceptual entities, Procedures, Disorders and Chemicals. Besides, comparing
the number of annotations between SCT_ONLY and UMLS_EXT for each semantic group
allows to identify the weaknesses of each terminology setting and language. Thus, English
annotations between terminologies do not present big differences but in Swedish, Dutch and
French there are some differences among CONC, PROC, and DISO. The number of
annotations across languages in UMLS_EXT does not present relevant differences except in
case of English annotations. Such differences are also related to the coverage of the
different content of the terminology settings in each language.

7.4.3 Term coverage
Similar conclusions were obtained for term coverage values between both terminology
settings (see Figure 6). The much higher number of terms in UMLS_EXT compared to
SNOMED CT had only a low, non-significant impact. The much lower term coverage for
Swedish shows that SNOMED CT, with just one term per concept, misses many important
interface terms for representing clinical jargon. The German results for both LOCAL and
UMLS_EXT show how good coverage can be achieved with a good mixture of local or
localised terminologies. Especially the term coverage result for UMLS_EXT is highly
remarkable: Although UMLS_EXT provides 17 (!) times more terms for English than for
German (the factor for concept coverage is even 22) term coverage is practically the same,
with just six percentage points lower concept coverage. Finnish, in contrast is not well served
by the UMLS, neither in term nor in concept coverage, which is probably indicative for most
minor languages in Europe.
The result for German exposes, without doubt, an exemplary case, in which good results are
achieved by a relatively limited set of terminological resources, part of which are localisations
of international terminologies, part of which are limited to German-speaking countries. This
selection of terminologies would constitute a good benchmark to measure value of future
introduction of SNOMED CT in Germany, together with the necessary interface
terminologies.
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7.4.4 Inter annotator agreement
Inter annotator agreement for the terminologies with a good coverage was generally poor to
fair, which led to a separate study that targeted on a qualitative analysis of disagreements
(see annex B).
The Inter annotator agreement (IAA) results (Table 8 and Figure 7) show, in general a similar
level between SCT_ONLY, UMLS_EXT and LOCAL when the size of the terminology setting
is similar. An inverse correlation between concept coverage and IAA values is explained by
the choices annotators have. IAA levels between languages is also very close, with the
exception for French for which we had to calculate the agreement between three annotators,
and for Finnish, where the annotating task was more challenging due to the reportedly poor
quality translation of the texts samples. A manual review of the annotation in English showed
that most of the disagreements were produced by human errors. E.g., some content in the
scope of the experiment was not annotated by at least one annotator, the selected codes in
an annotation group were clearly wrong or do not exist, or annotation guidelines were
ignored. Apart from such errors, the most frequent source of disagreement was due to
ambiguous content of the medical text. E.g. in the text “the mitral valve liquid was removed
by tapping”, “tapping” was encoded as Drainage procedure (procedure) by one and as
Aspiration (procedure) by the other annotator.

7.5

Conclusion

In summary, the most important conclusions of this study were:
 For English and therefore for the language best represented in both SCT_ONLY and
UMLS_EXT settings, there was no significant difference in concept coverage and
inter-annotator agreement when comparing clinical text annotations using a
SNOMED CT only setting (including 267,000 concepts) with clinical text annotations
with a setting constituted by a compilation of available terminologies (UMLS_EXT,
including 1,977,000 concepts). The coverage values were rather high, viz. 86% for
SCT_ONLY and 88% for UMLS_EXT (strict coverage). If not distinguishing between
strict and partial coverage, the results were six percentage points higher. Swedish
reached an equally high concept coverage (87%) for the SCT_ONLY scenario, but
only 59% for UMLS_ONLY.
 Clear need for a good support of interface terms by a clinical terminology. The much
lower term coverage for the Swedish version of SNOMED CT compared to English
shows that it is not enough to provide just one term per concept. This supports
ASSESS CT's recommendation to conceive the creation and maintenance of
language and user group specific user interface terminologies and a separate
endeavour that needs to be undertaken to guarantee successful SNOMED CT
introduction
 Problem of provision of SNOMED CT subsets only. Whereas there is clearly much
SNOMED CT content that might be of secondary interest, either because it is not in
the main scope of clinical documentation (e.g. many organisms) or because it can be
equally expressed by concept post-coordination, the results of the annotation with
Dutch and French SNOMED CT subsets showed major coverage gaps. Although
these two SNOMED CT versions constitute a snapshot in an advance but not finished
localisation process, the results should be analysed and interpreted by the involved
stakeholders.
 Good coverage results for a large European language (German). These results show
that for larger languages available local or localised terminology resources already
seem to do a good job. The progress in SNOMED CT adoption in these countries
should be monitored against this benchmark.
 Lack of terminological resources for small countries, as exemplified for Finland for the
UMLS_EXT scenario. SNOMED CT introduction would probably have an early
positive impact, even for purely national interoperability scenarios.
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7.6

Overall low inter annotator agreement values. It is a severe challenge for
interoperability if the application of the same standard by different users (or tools, e.g.
NLP) lead to different results. To mediate between semantically equivalent
expressions that exhibit largely different textual surfaces, even in the same language
is an ongoing challenge for human language technologies. Apart from this
technology, this needs to be addresses by more elaborated guidelines and training of
human annotators and coders, as well as by improvements of the structure and
content of the terminology proper. To what extent the current ontological foundation
of SNOMED CT can be exploited to infer equivalences or at least semantic proximity
between diverging annotations is currently being investigated.
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8

Annex 2.3B – Qualitative analysis of
manual text annotations using SNOMED
CT

8.1

Introduction

SNOMED CT (CT, 2016) is the world's most comprehensive multilingual healthcare
terminology that enables machine-processable representation of clinical content in electronic
health records (EHRs). SNOMED CT provides terms in different languages, which are linked
to language-independent concepts. Concepts are arranged in subclass hierarchies. Many
concepts are described by formal axioms, for which SNOMED CT can be regarded as a
formal ontology. The use of SNOMED CT in EHRs is expected to improve communication
and semantic retrieval, real-time decision support, cross-border interoperability of health
data, and retrospective reporting for research and management (Bodenreider, 2008).
ASSESS CT (Assessing SNOMED CT for Large Scale eHealth Deployments in the EU) is a
project that seeks empirical evidence for the fitness for purpose of SNOMED CT, compared
to other terminology settings. One experiment focused on measuring manual annotation of
fragments of clinical text documents. To this end, two terminology settings, viz. subsets of
SNOMED CT and of the Unified Medical Language System (UMLS) Metathesaurus
(Metathesaurus, 2016) (without SNOMED), covering relevant semantic types for clinical
content were used as a testbed for manual annotations.
The use of standardized terminologies is an important element to achieve interoperability in
electronic health records (Millar, 2016). Moreover, the use of such terminologies for coding
data drives hospital reimbursement and is used for audit and research, as well as for
benchmarking and outcome management purposes (S.A. Nouraei, 2015). Thus, the
accuracy of clinical coding is required. The examination of resulting coded data plays a
critical role in the identification of barriers for coding accuracy (P. Cheng, 2009). Several
barriers exist that affects the quality of clinical coding. According to (S. Santos, 2008) poor
documentation practices in patient medical records and organisational factors are typical
barriers, including unrealistic time constraints for coding and inadequate training, among
others. According to (Lusignan, 2005) the attitude of clinicians to coding is the most
important barrier that affects the quality of coded clinical data and which gives rise to coding
errors.
The accuracy of coding is also related to the medical knowledge of coders. Therefore,
physicians who generate clinical data can be the best potential candidates as excellent
coders from the aspect of coding performance (S.Y. Kim, 2012). In ASSESS CT, coders
were recruited from physicians or medical students during their last academic year.
The assessment of clinical coding is required to find the ways to improve its accuracy (S.
Narana, 2014). In (J.E. Andrews, 2007), a study comparing the coding consistency among
three professional SNOMED CT coding companies showed only 33% agreement between
experts on the same concepts. This level of agreement found is similar to the one found in
SNOMED CT. However, the comparison results were not based on a gold standard and they
allowed post-coordination, among other differences. Other studies also suggest that the
coding agreement may be relatively low among physicians and coding professionals
(Lorence, 2003).
In (M.F. Chiang, 2006) a study to measure the SNOMED CT coding agreement among three
physicians was performed. This study had as goal to measure the influence of the
terminology browser used for coding, showing a full inter-coder agreement of 55% and 75%
when the three physicians where using the same browser of the two ones selected for the
study respectively. It concluded that the SNOMED CT coding could be significantly affected
by the specific browser used for modelling.
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In (J.C. Hwang, 2006) the inter-coder agreement was measured for ophthalmology cases
parsed into discrete concepts, using five terminologies, including SNOMED CT, done by
three physicians. For SNOMED CT, there was an agreement of 44%. They conclude that the
inter-coder agreement is limited and that combination of physician training, terminology
refinement, and development of more sophisticated terminology browsers may be required to
it for maximizing the potential benefits of EHR systems
We did not find any assessment study similar to ours. Our study differs from the ones
described in the sense that it requires annotators to define the scope of the annotations
within a clinical narrative. The annotators had limited medical terminology expertise and
coding practice. All annotators used the same browser, a reference standard was produced,
and the annotated corpus covers a broad range of medical disciplines and document types.
However, the results are not so different, showing again a low inter-annotator agreement
(see Table 9). Additionally, we investigate the causes of each disagreement and classify
them under a disagreement category.

8.2

Methods

8.2.1 Corpus acquisition and annotation
Corpus acquisition was performed in a way that yielded approximate representativeness of
EHR content in terms of clinical domains, document sections, and document types. In order
to collect the documents of the corpus, anonymized medical texts from different medical
disciplines were provided by ASSESS CT partners and from i2b2 datasets (i2b2, 2015). Out
of the collected documents, 60 medical document samples (400 – 600 characters) in six
European languages (Dutch, English, French, Finnish, German and Swedish) were chosen.
A parallel corpus with the translation of each sample to each other language was produced.
For each language, at least two annotators were recruited and trained in our defined
annotation guidelines.
Due to lack of resources, only 20 samples were annotated by every recruited annotator.
These common annotated samples were used for measuring the inter-annotator agreement
rate (IAA). In particular, the 20 document samples are related to the following clinical
domains: Internal Medicine (6 samples), Surgery (4 samples), Pathology (4 samples),
Urology (1 sample), Neurology (1 sample), Pediatrics (1 sample), Anesthesiology (1 sample),
Dermatology (1 sample) and Gynecology (1 sample). The samples cover the document
sections: Findings (9 samples), Conclusions (4 samples), Medication (3 samples), Lab
Results (1 sample), Evolution (1 sample), Summary (1 sample) and History (1 sample). The
document types are: Discharge summaries (10 samples), Visit report (3 samples), Pathology
report (3 samples), Autopsy report (1 sample), Referral report (1 sample), Outpatient
summary (1 sample) and Finding report (1 sample).
Annotators (medical experts) were trained by a series of webinars to follow our annotation
guidelines (see section Annotation Guidelines) that define specific inclusion criteria via the
UMLS semantic types viz. concept related to Findings, Procedures, Substances, Results of
clinical and lab measurements, including related qualifiers, organisms, medical devices and
body structures. The annotation of medical texts includes assigning concept coverage and
term coverage scores. The concept coverage rates were inspired by the standard ISO/TR
12300:2014 (ISO/TR12300:2014, s.f.) “Health informatics -- Principles of mapping between
terminological systems” to indicate when a code fully represents the meaning of a text
fragment or partially represents it. The term coverage indicates whether an entry term related
to a code from a terminology setting covers the corresponding text fragment in the medical
text sample. The annotators were provided with an annotation spreadsheet which allows
assigning a group of tokens that represents clinically meaningful noun phrases.
The result of the obtained IAA is shown in Table 9 (ASSESS-CT, 2016). The Krippendorff’s
alpha (Krippendorff, 2004) is usually used in content analysis (James E. Andrews, 2007)
(Jeremy Y. Ng, 2016) (Karlsson, 2014) for measuring the agreement between annotators. In
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the IAA the units of analysis are the sentences in a sample. The weighted version of
Krippendorff’s alpha analysis was used and the weight between each pair of units depends
on the number of coinciding codes between them. Table 9 provides the Krippendoffs Alpha
coefficient of the SNOMED CT and UMLS terminology settings of the annotation of English
corpus. Moreover, we distinguish between “strict” and “loose” concept matching, i.e. whether
the annotation agreement requires matching the codes and concept coverage scores (strict),
or just only the codes (loose).
Table 9. Inter-annotator agreement of English annotators. Strict and Loose agreement
values for Krippendorff's alpha with 95% confidence intervals.
SNOMED CT
Strict concept matching

UMLS

0.37 [0.33; 0.41] 0.36 [0.32; 0.40]

Loose concept matching 0.64 [0.60; 0.69] 0.64 [0.60; 0.68]

8.2.2 Annotation Guidelines
Annotation guidelines were elaborated for the annotation task within ASSESS CT. They
define the rules for coding the most relevant medical content within medical narratives. The
guidelines were not specific to SNOMED CT, in order to create fair conditions in comparison
with other terminology scenarios. E.g., the SNOMED CT post-coordination was not
supported, and simple grouping of codes was recommended instead. Also, the SNOMED CT
situation hierarchy was not used.
Furthermore, the guidelines contained a glossary with the following definitions:
 Concept: entity of independent domain and specific meaning in a terminology system.
 Code: alphanumeric identifier for a concept.
 Token: a single word, a numeric expression or a punctuation sign. A token is obtained
by splitting the words in a text using white spaces and punctuation signs.
 Chunk: a text fragment consisting of one or more tokens, delineated in a way that it
corresponds to a clinical concept. The delineation of a chunk may depend on
individual judgement. Examples are the drug dosage “Warfarin 5 mg PO mwf” or the
finding “The ankle-branchial index remains unchanged”.
 Annotation group: (unordered) set of concept codes that jointly represent or
approximate the meaning of the clinical concept related to a chunk.
The annotation task comprised the following steps: (i) identify the scope of the chunks; (ii)
find the most suitable set of codes to represent the meaning of each chunk; and (iii) provide
the concept and term coverage measures to each token in a chunk.
For (i), the chunks are individually delineated by each annotator and numbered in increasing
order. The rules for defining relevant chunks are:
1. Each chunk should represent a meaningful clinical concept in the text.
2. The scope of a chunk has to be related to, at least, one of the relevant semantic types in
the annotation experiment.
In the following task (ii), the annotator had to determine the most suitable set of codes that
represents the clinical meaning of a chunk. The Averbis Terminology Platform (Averbis,
2016) was used as terminology browser (see Figure 8).
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Figure 8. Web interface of Averbis Terminology Platform

The following rules for annotating chunks were established:
1. Concept codes are selected that best cover the meaning of the clinical concept
expressed by a chunk.
2. Concept coverage is rated on a scale ranging from Full coverage over Inferred
coverage and Partial Coverage to No Coverage (see Table 10)
3. Term coverage is rated on a binary scale (yes / no).
4. If a chunk requires to be annotated with more than one code, the lowest number of
codes is preferred, provided they fully cover the meaning of the clinical concept.
5. In this case, if concept coverage score differ, the most restrictive one is used.
6. Only the AVERBIS term browser is used. Web search is allowed to better understand
difficult medical concepts.
7. In case of doubt about the meaning or the clinical relevance of a chunk, it is not
annotated and the related tokens have to be skipped from annotation.
Finally, step (iii) consisted in providing measures for the term and concept coverage. For
recording the concept coverage five rating levels (see Table 10) were provided. When more
than one code is needed to annotate a token, the coverage score will correspond with the
most restrictive one. E.g. in the text fragment “Warfarin 5 mg PO mwf”, the token “mwf”
corresponds to the concepts Monday, Wednesday and Friday, which requires three codes.
Term coverage is assessed for each token separately by checking whether the text tokens
are the same as in the terminology, with a certain tolerance regarding inflection suffixes,
spelling variants or obvious misspellings. In this case, “yes” is assigned, otherwise “no”.
Term coverage is always measured at code level. In case that a code spans over several
tokens of which some are assigned a “no” value, the full set of tokens are considered as not
covered.

Table 10: Definition of the scope of concept coverage rates for ASSESS CT WP2
manual annotation experiment.
Score

Meaning

Full
cov

Full coverage: When the meaning of the text fragment fully represents the
concept. E.g. The term “high blood pressure” is fully covered by “Hypertensive
disorder” using the SNOMED CT code 38341003.
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Inferred
cov

Inferred coverage: Although the text fragment is elliptic or ambiguous, its
meaning can be inferred from the context and can be fully represented by a
concept. E.g. a specific use of the term “hypertension” could mean “Renal
arterial hypertension”, so that the annotation with the SNOMED CT code
39018007 is justified.

Partial
cov

Partial coverage: When the meaning of the text fragment comes close to the
meaning of the concept. E.g. “Third rib fracture” is more specific than what can
be found in the terminology, namely “Fracture of one rib” with the SNOMED CT
code 20274005). Yet the meaning is close enough to justify annotation with this
code.

None

No coverage: If there is not any concept that has a closer meaning of the text
fragment. Too unspecific concepts such as “fracture of bone” for “third rib
fracture” must not be used for “partial cov”. Here, “None” is the correct
decision.

Out of
scope

The meaning of the text fragment is not covered by any of the semantic groups
selected for this study or the meaning of the text fragment is not clear to the
annotators.

8.2.3 Annotation spreadsheet
The annotation spreadsheets were designed flexible enough to allow annotators delineating
chunks and annotation groups in a standardised way that enables the comparison of the
result among annotators.
Figure 9 shows an excerpt of an annotation spreadsheet with two chunks that were
annotated with SNOMED CT. The spreadsheet has the following four five column types: (1)
token from a medical document sample; (2) chunk (running number); (3) selected
terminology codes (unsorted list); (4) concept coverage score; (5) term coverage score. The
empty cells in the spreadsheet indicate that the tokens are out of the scope of the annotation
experiment. As a consequence, the cells related to
both
terminology settings
SCT
ONLY
UMLSmust be empty.
TOKENS

CHUNK

CONCEPT
CODE
COVERAGE
SNOMED ID
SCORE
195951007 Full cov
195951007 Full cov
195951007 Full cov
195951007 Full cov

TERM
COVERAGE
Y/N
yes
yes
yes
yes

CODE
UMLS CUI

Acute
exacerbation
of
COPD
to
Pseudomonas

1
1
1
1

C0340044
C0340044
C0340044
C0340044

2

52499004 Full cov

yes

aeruginosa
confirmed
by
the
sputum
culture

2
2
2
2
2
2

52499004 Full cov
74996004 Full cov

yes
yes

C0748958;
C1962990
C1962990
C0521093

45710003 Full cov
61594008 Full cov

yes
yes

C0748958
C0748958

CONCEPT
COVERAGE
SCORE
Full cov
Full cov
Full cov
Full cov

TERM
COVERAGE
Y/N
yes
yes
yes
yes

Full cov

yes

Full cov
Full cov

yes
yes

Full cov
Full cov

yes
yes

Figure 9. Fragment of an annotation spreadsheet. It shows the header of the document and an
example of the annotation of two chunks with SNOMED CT

60 clinical document samples were independently annotated by two domain experts, each of
which annotated 40 samples. As an outcome, 20 samples were annotated twice. These 20
samples constitute the material for the following experiments.

8.2.4 Reference standard
The reference standard represents an attempt to optimise the outcome of the annotation
done by two independent annotators. Two domain experts carefully reviewed each
annotation, with a focus on annotation disagreements regarding SNOMED CT and assigned
gold standard annotations as the result of a consensus process.
Figure 10 shows a fragment of the spreadsheet with the columns that contains the codes and
concept coverage scores of the reference standard. The annotations provided by the
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independent English annotators were highlighted using three different colours (green, yellow
and red) that visualize agreement and disagreement.

SCT ONLY

SE52
SE52
SE52
SE52
SE52
SE52
SE52

hypertonia 56731001|Increased muscle tone
treated
with
medication
.
410513005|In the past
Former
77176002|Smoker
smoker

Full cov

yes

CODE(S)

CONCEPT
COV

CODE(S)

Reference standard
TERM
COV

CODE(S)

CONCEPT
COV

TOKEN

Annotator #2
TERM
COV

Doc ID

CONCEPT
COV

Annotator #1

56731001|Increased muscle tone

Full cov

yes

56731001|Increased muscle tone Full cov

416608005|Drug therapy

Full cov

no

416608005|Drug therapy

Full cov

Full cov

yes

8517006|Ex-smoker

Full cov

no

8517006|Ex-smoker

Full cov

Full cov

yes

8517006|Ex-smoker

Full cov

yes

8517006|Ex-smoker

Full cov

Figure 10. Fragment of the annotation for the production of the reference standard. Annotations with
green background indicate that both original annotators had agreed on the same codes and coverage
scores. Yellow background highlighted cases with missing annotations by one annotator. Red
background emphasizes disagreement of codes or coverage score between the two annotators. The
rightmost block contains the gold standard annotations as result of a consensus process among two of
the authors based on the existing annotations.

8.2.5 Qualitative Analysis
The qualitative analysis of the annotation data is closely related to the construction of the
reference standard. This analysis is based on the systematic assessment of the resulting
annotations compared to the annotations of the reference standard. The disagreements and
errors during the construction of the reference standard were inspected at chunk level. Thus,
the resulting annotations of the reference standard were compared to the annotations
provided by the two English annotators for each chunk.
The goal of the qualitative analysis is to identify the relevant categories that are the sources
of disagreement among the annotators. They are described in detail in the next section.

8.3

RESULTS AND DISCUSSION

8.3.1 Reference standard
The annotations of the corpus could be split into 232 chunks, mostly noun phrases, are
assumed to correspond to one clinical concept, according to the judgment of authors and
annotators. The group of annotations consisted on average of 2.49 concepts for the
reference standard in contrast to 2.17 of the first annotator and 2.23 of the second annotator.
The code coincidence between experts was astonishingly low: only in 20% of the fragments
the same set of codes was found.
Table 11 shows the outcome of the quantitative analysis of disagreements among the
annotators and the reference standard. The table provides the number of chunks with
agreement for four different use cases: (1) both annotators agreed and also agreed with the
reference standard annotation; (2) the first annotator agreed with the reference standard but
not with the second annotator; (3) the second annotator agreed with the reference standard
but not with the first annotator; (4) neither first nor second annotator agreed with the
reference standard.
The results show that the annotations provided by the second annotator are closer to the
ones of the reference standard than the ones of the first annotator. In 82 chunks none of the
annotators agreed with the reference standard, but out of this number in 20 cases they

commercial in confidence

Page 47 of 128

ASSESS CT – D2.3

agreed with each other. Consequently, the agreement between both annotators is a relevant
indicator of producing good annotations but there were also exceptions that made us
reviewed the full set of annotations to construct the reference standard.
Table 11. Number of code disagreement between the two English annotators and the
reference standard
Cases

Agreements

Both annotators agree reference standard

52

Only first annotator agrees reference standard

75

Only second annotator agrees reference standard
No agreement with reference standard

102
82

Table 12 shows the precision and recall values of the two English annotators regarding the
reference standard. The results indicate that the second annotator is closer to the reference
standard than the first one. The recall of the second annotator is 72.32%, which is a high
value despite the frequent human errors. However, both annotators have low precision
values.
Table 12. Precision and recall of the two English annotators related to the reference
standard content
Annotators
Precision Recall
Annotator #1

26.40%

49.89%

Annotator #2

39.12%

72.32%

8.3.2 Qualitative results
The qualitative analysis of the annotations resulted in eight categories that represent the
main sources of disagreement between the annotators. Table 13 shows such list with their
frequency. We observed that more than one cause of disagreement could affect the same
chunk, so some chunks were associated with more than one disagreement category.
The most common type of disagreement was due to human errors. E.g., annotations were
missing, wrong codes were selected, or guidelines were ignored. Human errors were not
classified as part of any disagreement category during the qualitative analysis. In particular,
we identified 135 disagreements associated with this type. For example, such human errors
were influenced by repetitive structures in the content of medical text. So, annotators often
copied and pasted their annotations from previous concepts instead of manually filling them,
introducing few errors when there was a slight variation in the text and they did not notice it.
The categories of disagreement are described in detail in the next subsections from more to
less frequent.
Table 13. Typology of disagreements with frequency
Reason of disagreement
Count
3.1. Ambiguity in the interpretation of the medical text

42

3.2. Ambiguous interface terms

41

3.3. Different concept granularity

39

3.4. Different annotation level

19

3.5. Difficulty choosing the appropriate qualifier

14

3.6. Ambiguity due to the use of laterality qualifiers

11

3.7. Ambiguous or incomplete guideline specification

10

3.8. Flaws in the medical terminology

10
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Ambiguity in the interpretation of the medical text
Parts of our texts were highly elliptical and therefore difficult to parse. However, this
characterizes the sublanguage of clinical narratives and known interpretation problems,
sometimes even for clinicians from a different specialty.
This results in wrong or unsatisfactory interpretations by both humans and NLP-based
machine processing.
Sometimes diverging interpretations were due to lack of information detail: E.g. in the text
“the mitral valve liquid was removed by tapping”, “tapping” was encoded as Drainage
procedure (procedure) by one annotator and as Aspiration (procedure) by the other one. In
the first case, the Drainage procedure (procedure) represents an evacuation of liquid
contents by gravity whereas the Aspiration (procedure) indicates that the evacuation of liquid
implies the use of negative pressure.
Other cases of disagreements in the interpretation were produced by wrong understanding of
the particular medical concept. E.g. the text “Cranio-facial trauma” was annotated with Injury
of head (disorder) which does not fully covers the meaning of the text. Thus, the annotation
must be complemented with the concept Injury of face (disorder).

Ambiguous interface terms
Interface terms provide close-to-human expressions, including synonyms and abbreviations.
Our analysis showed that different SNOMED CT concepts had similar interface terms, which
complicated the choice: Worried (finding) and Anxiety (finding) are different concepts with the
first one having “Anxious cognitions” as interface term. Formal definitions of these concepts
could mitigate this ambiguity, however they are not provided.
In contrast to this example, most cases with similar interface terms belonged to different
hierarchies. In-depth knowledge of SNOMED CT would avoid these errors. This is a typical
error when selecting a concept from the Observable and Clinical finding hierarchies.
Observables represent observation results that are qualified with a quantitative/qualitative
value. E.g. the concept Gender (observable entity) with the value “Female”, whose
combination correspond to the concept Feminine gender (finding). However, the chose of
one or another is not always evident. E.g. Measure of palpebral fissure (observable entity)
vs. Finding of measures of palpebral fissure (finding). In this case the interface term could
lead to choosing any of them. However, when considering the SNOMED CT model, the
finding concept does not provide any observation result (e.g. Short palpebral fissure
(finding)) and therefore the observable entity should be used instead.
This type of disagreement is even more convoluted due to the existence of concepts from
one hierarchy with interface terms suggesting the name of another one: Pain (finding) has
“Pain observation” as an interface term, but belongs to the Clinical finding hierarchy.

Different concept granularity
The selection of the most appropriate concept for a text fragment by different annotators is
biased by the ambiguity of the text and the level of their medical knowledge. Hence, the
understanding of the medical routine is required for a high quality annotation.
An example of this disagreement type is the annotation of the following text: “The alcohol test
in the vitreous body revealed an ethanol content of 2.7%”. Alcohol test can be annotated by
Alcohol measurement (procedure) but the use of the descendant Ethanol measurement
(procedure) is preferable because the substance measured is ethanol (albeit being
commonly denoted by “alcohol”).
The disagreement due to the concept granularity exits in both directions, when an annotator
chooses a more general concept or a more specific one when a proper concept cannot be
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found. E.g. the text “Nitroglycerin pump spray” can be annotated with Spray dose form
(qualifier value). In this case, the spray dose form corresponds usually with Sublingual spray
(qualifier value) which is a child of the previous concept. In the other direction, the clinical
concept “ultrasound examination” in the text “Increased hydronephrosis compared to
previous ultrasound examination with proximal dilatation of ureter” was annotated with the
code Ultrasound of urinary tract (procedure) by one annotator and the code Diagnostic
ultrasonography (procedure) by the other annotator. The first annotation is a child concept of
the second and from the context it is controversial to infer such particular concept and not
infer Ultrasonography of abdomen (procedure). As a consequence, a more general concept
is a better choice because it covers all possible cases where the urinary tract can be
examined with ultrasounds procedures.

Different annotation level
This type of disagreement occurs when the existence of a complex concept is ignored and a
combination of simpler concepts is taken instead. E.g. “Diabetes monitoring” is annotated by
Diabetes mellitus (disorder) together with Monitoring - action (qualifier value) instead of
Diabetic monitoring (regime/therapy) which is a primitive concept. In cases where the
complex concept is fully defined, description logics reasoning might detect equivalence with
post-coordinated expressions.
A low level of annotation may also affect the meaning of a text fragment. E.g. “Blood
extravasation” is annotated with Blood (substance) and Extravasation (morphologic
abnormality), but can also be annotated with Hemorrhage (morphologic abnormality). On the
one hand extravasation is defined as the process of exuding or passing out of a vessel into
surrounding tissues. On the other hand, hemorrhage is the flow of blood from a ruptured
blood vessel. This slight difference in their meaning results in semantic disagreement.
Nevertheless, Hemorrhage (morphologic abnormality) has as interface term “Extravasation of
blood”. Thus, the two annotations disagree and they cannot be coordinated into the single
concept annotation because the concepts are primitive, although both are lexically related.
There are cases when post-coordination of codes can solve the disagreement between two
annotators. E.g. the text “The qualitative drug screening of the urine” is annotated by
Qualitative (qualifier value), Drug screening test (procedure) and Urine specimen (specimen).
However, the two last concepts could be coordinated to fit into the concept Urine drug
screening (procedure) which is a sub-concept of Drug screening test (procedure) with the
relationship Has specimen (attribute) + Urine specimen (specimen).
Finally, a higher level of annotation is usually needed to infer the right clinical concept in
typical elliptical expressions such as “Normal mucous membrane of mouth, pharynx and
larynx”. Here, the three findings in the sentence could be expanded to “Normal mucous
membrane of mouth, normal mucous membrane of pharynx and normal mucous membrane
of larynx”. As a consequence, the set of annotations with the codes Normal (qualifier value),
Mucous membrane structure (body structure), Oral cavity structure (body structure),
Pharyngeal structure (body structure) and Laryngeal structure (body structure) is more
ambiguous than Normal (qualifier value), Oral mucous membrane structure (body structure),
Pharyngeal mucous membrane structure (body structure) and Structure of mucous
membrane of larynx (body structure), although, both annotations could be rated with full
concept coverage.

Difficulty choosing the appropriate qualifier
The SNOMED CT Qualifier value hierarchy contains some of the concepts used as values
for SNOMED CT attributes. It encompasses a large amount of qualifiers, classified according
to different, not always transparent criteria, also depending on what is measured: Slight
(qualifier value) represents a magnitude whereas Mild (qualifier value) represents a severity
degree. This often clashes with the use of words like in “The examination revealed slight
bleeding in the area of the mitral valve”, interpreted as (quantifiable) amount of bleeding by
one annotator and as (qualitative) bleeding severity by the other one.
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In the text “Good ocular tone” the first word, “Good”, is annotated either by Good (qualifier
value) or Normal (qualifier value). Both qualifiers belong to the hierarchy of General
adjectival modifier (qualifier value) but there is not any link or rank between them.

Ambiguity due to the use of laterality qualifiers
The ambiguity due to laterality is caused by the inheritance of laterality qualifiers such as
Left, Right, Bilateral, Unilateral (Van Berkum, 2002). In our annotation experiment the
ambiguity found was slightly different. As we did not allow post-coordination, we formed
annotation groups (i.e. unordered set of codes wherever more than one concept was needed
for a fragment). Thus laterality qualifiers within a group caused ambiguity like in “Wound on
the dorsum of the right hand”, with Right (qualifier value) instead of Structure of right hand
(body structure) because it could mean “the right side of the dorsum of the hand”.

Ambiguous or incomplete guideline specification
In order to reduce annotation disagreements, we had provided the annotators with
annotation guidelines with recommendations like “Use concepts from the Substance
hierarchy instead of from the Pharmaceutical product one whenever possible”. In some
cases, non-compliance with guidelines led to disagreements: E.g. Clinical finding concepts
were used instead of Observable entity concepts in cases where a value could be postcoordinated. This was usual when there is an aggregation node (i.e. internal hierarchy
grouping nodes) from Clinical Findings, e.g. Finding of muscle tone (finding) that groups
together subtypes of findings like Increased muscle tone (finding) or Poor muscle tone
(finding).
Annotation recommendations can be useful to reduce disagreement when dealing with some
features of terminologies. E.g. in SNOMED CT the hierarchy of Body structure contains
many concepts that follow the pattern “Structure of X” with a child “Entire X”, such as
Structure of femur (body structure) and Entire femur (body structure). The former one
denotes femur and all femur parts, the latter one only he entire bone. Such redundancy can
be avoided by establishing preference criteria in the guidelines.
Annotation guidelines should also address other areas of ambiguity identified in our analysis.
For example, it is preferable to represent the process over the substance involved, when the
clinical text contains a description of a substance that can be measured; or when annotating
the text “C-reactive protein was mildly elevated” selecting the concept C-reactive protein
measurement (procedure) is better than C reactive protein (substance).

Flaws in the medical terminology
Some of the disagreements were due to deficiencies in SNOMED CT, such as lack of formal
concept definitions or incomplete or bad-formed taxonomies. An example of incomplete
taxonomy is the sub-hierarchy of the concept Hodgkin's disease (disorder), where classic
Hodgkin disease was not among the leaf concepts, although this was intuitively assumed.
Thus the annotators had the dilemma of choosing the parent concept or guessing the most
likely one of the subtypes. Figure 11 shows a better hierarchy structure of Hodgkin’s disease.

Figure 11. Hodgkin's disease hierarchy according to (Board, 2015)

In the annotation experiment we detected the use of concepts from SNOMED CT that are
siblings but can be related also through a parent-child relationship. This is an example of
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badly-formed taxonomy. E.g. Light touch sensation present (finding) and Normal light touch
sensation (finding) are children of Finding of light touch (finding). They are siblings even
though the finding of a normal light touch sensation implies that there is a light touch
sensation. Figure 12 shows the hierarchy of the concept Finding of light touch with the
suggested changes.

Suggested
hierarchy
An example of lack of Figure
formal12.
concept
definition
is for
in SNOMED
NeoplasmCTof uncertain behavior of
concept:
Finding
of
light
touch
breast (disorder), in which the information “uncertain behaviour” is not properly formalized.
Thus, if one of the annotators selects Neoplasm of breast (disorder) and Uncertain behavior
(finding) there is no way to infer Neoplasm of uncertain behavior of breast (disorder) .
Besides, we found that some of the SNOMED CT codes selected corresponded to leaf
nodes when they should have children. E.g. Finding of measures of palpebral fissure
(finding) is a finding concept which does not indicate any type of finding and it is a leaf node.
Consequently, the existence of this type of nodes does not provide any useful meaning that
can be used to encode clinical text.

8.4

DISCUSSION AND CONCLUSION

The analysis of experts annotations of clinical text with SNOMED CT highlighted typical
ambiguities and errors, from which annotation disagreements originated. Some of them could
only be explained by mistakes, e.g. due to lack of carefulness, concentration, time pressure.
Such errors could be reduced by better tools that are supported by a rich interface
vocabulary, but also by stimuli for more accurateness. Other errors were caused by
ambiguity of medical text, shortcomings in the terminology proper and/or loose definition of
annotation guidelines. Table 13 shows the types of disagreements, together with their
frequency.
We conclude that reaching a full agreement annotation is difficult. There are experiences,
e.g. problem list encoding at Nebraska Medical Center, where intensive training and
coaching of the coders during more than a decade finally yielded a very high coding
reliability.2 A route towards more consistent annotations includes the improvement of the
quality of the terminology, appropriate tools, and more precisely elaborated guideline rules. It
should finally be mentioned that the low inter-annotator agreement for SNOMED CT was
paralleled by an equally low agreement for the alternative, UMLS-based scenario, so that
SNOMED specific factors do not play a significant role.
Our experiment showed that often the annotators chose codes from different hierarchies.
This issue might be related to all polyhierarchical terminologies and could be mitigated by
providing more specific annotation guidelines. (Lusignan, 2005) highlights that large and
sophisticated terminologies such as SNOMED CT offer a large choice of concepts but also
potential problems with searching. Education of annotators should therefore focus on the
specific differences between hierarchies, supported by typical use cases. Usability aspects of
navigation, browsing and searching tools need to be considered.
Since heterogeneous coding seems inevitable, to determine that several coding results are
semantically equivalent is necessary. This requires further investigation. SNOMED CT is
based on a logical model and the post-coordination mechanism could be used to find
equivalent annotations. In practice, this has been used very little, so that it is unknown
2

James Campbell, personal communication
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whether this mechanism has the potential to significantly improve reliability. The automatic
generation of post-coordinated expressions out of the resulting annotations of our experiment
is a focus of on-going research. As an outcome, we expect a reduction in disagreements
among the annotators by finding equivalent concept expressions.

8.5
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9

Annex 2.3C – Agreement of terminology
use for structured information

9.1

Introduction

Standardised healthcare terminology plays an important role in any health information
management strategy aiming at semantic interoperability [SemanticHealth2009]. Together
with other semantic artefacts such as clinical information models or templates, standardised
healthcare terminologies forms the basis for enabling a number of information services
which have come to be expected from health information systems. Such services include
information exchange, aggregation and statistics, and decision support [Bodenreider2008].
Health terminologies can be studied from a number of perspectives, including the quality of
the terminologies themselves or the quality of its use within a certain context. Terminology
Quality of terminology use is however neither easily defined nor easily measured with
precision due to the complex nature of both the terminologies and the contexts in which they
are implemented. Still, a number of publications have proposed quality indicators for
terminologies and for terminology use [ISO17117:2002, Elkin2002, Kim2010]. In this study
we focus on the quality indicator reproducibility, measured as inter-coder agreement
[Gwet2014], as it is assumed to relate to use of terminologies in cross-border settings,
whether those borders are between countries, languages, or organisations. However, as
increased reproducibility can be achieved by having few categories to choose from, the
quality indicator domain coverage was also included for comparison.
In important use case for terminologies is the use inside other semantic interoperability
artefacts such as information models [Rector2006]. This use of terminologies with
information models is often referred to as “terminology binding”.
In order to give health terminology strategy recommendations to the European Commission
the Horizon 2020 project ASSESS CT (Assessing SNOMED CT for Large Scale eHealth
Deployments in the EU) has set up a number of studies to deliver supporting evidence.
Some of the studies aimed at describing past and current use of SNOMED CT and other
terminologies, including questionnaire, focus group and literature studies. In addition, to fill
gaps of knowledge regarding terminology use some directed studies were set up, including
the current study on the use of terminologies in information models. While there is already
some evidence for the domain coverage of different terminologies, there are few published
studies comparing the agreement in the use of terminologies, particularly in cross-border
settings. Thus, the aim of this study is to determine the relative quality of different
terminologies or sets of terminologies for use in structured clinical information models with a
specific focus on inter-coder agreement.

9.2

Background

There have been previous studies assessing and comparing quality criteria for health
terminologies [e.g. Elkin2002, Kim2010, de Coronado2009, Cimino2009]. Quality criteria
studied have included content coverage, agreement, or audits of the terminologies’
conformance to quality criteria like the desiderata for health terminologies proposed by
Cimino [Cimino98].
Content coverage can be defined as the rate a terminology represents the content of a set of
clinical reference data, such as terms in narratives or attributes and values in structured
ones. Content coverage can be split into conceptual coverage and term coverage.
Conceptual coverage considers “concepts”, i.e. entities of meaning that is shared among
those who use language terms. Often concept are seen as a set of terms which can be
exchanged for each other in given contexts and natural languages, e.g. synsets in WordNet.

commercial in confidence

Page 55 of 128

ASSESS CT – D2.3

Conceptual coverage can be further described in terms of (i) precise coverage, i.e. the
terminology item precisely describes the source item under scrutiny, (ii) inferred coverage,
i.e. the terminology item precisely describes the source item including its discourse context,
and (iii) partial coverage, i.e. the terminology item provides an approximate description of the
source item under scrutiny.
Term coverage describes the literal or approximate match between terminology terms and
the terms in the source. Approximations can consider spelling variants of mistakes (as long
as they do not introduce ambiguities) or grammatical inflections.
Inter-coder agreement, also often described as inter-rater reliability, can be defined as the
extent to which different categorizations, i.e. assignment of codes from a code system, by
two or more human coders coincide [Gwet2014]. If agreement is high, results of coding can
be re-used with confidence. If agreement is low, re-using results becomes problematic
because retrieval, aggregation and comparison of coded information across systems cannot
be done accurately. While inter-coder agreement is a measure of terminology use, the
capability of a terminology to allow reproducible application we propose as an important
quality criteria, especially when the terminologies are to be used in cross-border settings.
In the late 90ies a number of studies were published with general reviews of content
coverage of clinical terminologies, e.g. [Chute1996, Humphries1997], whereas more recent
studies typically have studied specific domains of health care, e.g. [Ranallo2013, Fung2014,
Sollie2013]. In general, published studies of content coverage have shown a larger coverage
of SNOMED CT compared to most alternative terminologies for clinical data in the electronic
health record.
There is now a large number of inter-coder agreement studies published. Many of the
studies conducted assess agreement for areas such as coding of diagnoses [e.g.
Kraemer2014], functioning [e.g. Kohler2013], and coding in primary care [e.g. Britt1998]. A
few studies have assessed agreement when using SNOMED CT [Kim2014,
Rosenbloom2008, Vikström2007, Andrews2007, Chiang2006, Kim2006, Hwang2006,
Fung2005, Zimmerman2005]. However, all those studies have assessed agreement on a
nominal scale, i.e. coders completely agree when they select identical codes and they
completely disagree when they don’t. In general this is not true, and, specifically when using
terminologies which contain some semantic structure, agreement measures used should
take a semantic distance between codes into consideration [Karlsson14].

9.3

Material

There were two arms of the study: a terminology setting using only SNOMED CT and a
setting using a set of non-SNOMED CT terminologies named the “alternative” setting. The
SNOMED CT setting used the international release of SNOMED CT from 2015-07-31. In the
alternative terminologies setting a set of four terminologies was used, viz. (i) the International
Statistical Classification of Diseases and Related Health Problems, 10th Revision (ICD 10)
[ref], (ii) the Anatomical Therapeutic Chemical (ATC) classification [ref], (iii) the Logical
Observation Identifiers Names and Codes (LOINC) [ref], and (iv) Medical Subject Headings
(MeSH) [ref]. The former three terminologies and classifications are all widely used to code
information in healthcare practice whereas the latter (MeSH) has a wide coverage in
domains not covered by the former three, e.g. body parts or organisms.
Terminology-specific browsers were used by the annotators to find codes corresponding to
the information model parts. The browsers used were:
 the IHTSDO SNOMED CT browser (http://browser.ihtsdotools.org/),
 the WHO ICD-10 Version 2015 browser
(http://apps.who.int/classifications/icd10/browse/2015/en),
 the WHO ATC browser (http://www.whocc.no/atc_ddd_index/),
 the Regenstrief Institute LOINC browser (http://search.loinc.org/),
 and the US National Library of Medicine MeSH browser
(https://www.nlm.nih.gov/mesh/2015/mesh_browser/MBrowser.html).
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For selecting information model cases a number of positive criteria were set up. Information
models from which cases were to be extracted should:
1. preferably be in routine use in healthcare,
2. cover information provided by healthcare providers of different professions as well as
both patients and next-of-kin,
3. cover both primary and secondary use cases,
4. cover a range of health specialties,
5. cover different levels of granularity, from generic to specialised use cases,
6. cover both common and rare cases,
7. be sourced from a variety of member states and from international projects, and
8. cover different technical aspects of binding such as binding to attributes (“meaning
binding”) as well as value set specification
Not all of the positive criteria needed to be fulfilled for all information model extracts, but all
criteria should be met by some information model extract.
Additionally a number of exclusion criteria were set up. Information models from which cases
were to be extracted should:
1. not be specifically constructed based on what exists in any one terminology, e.g. a
value set created originally from ICD or SNOMED CT codes, or
2. not have overly complex context dependencies, e.g. having a heading indicating that
the content is to be understood as family history.
The information model extracts were also categorized into one of the semantic types Clinical
finding, Observable entity, Substance, Anatomy, and Social context. The information model
extracts selected were:
Table 14 Information model sources

Source

Extract

# elements Semantic type

A

SemanticHealthNet Heart
Failure Summary3

Smoking status

6

Clinical finding

B

SemanticHealthNet Heart
Failure Summary4

Heart failure
symptoms

11

Clinical finding

C

epSOS Patient Summary5

Allergy
manifestations6

11

Clinical finding

D

European Centre for Disease Diseases under
Control
surveillance

7

Clinical finding

E

Trauma registry, DE
[Walcher2012]

10

Observable entity

F

RiksSvikt, Heart failure quality Medications
registry, SE7

10

Substance

G

COPD Patient recorded
outcome measures [Lind15]

3

Observable entity

Observations

Patient
observations

3

http://www.semantichealthnet.eu/

4

http://www.semantichealthnet.eu/

5

http://epsos.eu/

6

This value set was originally created from SNOMED CT concepts, but many of those concepts originated from classification
sources and were later removed from SNOMED CT. The terms used also deviated from SNOMED CT. Thus, this value set
was deemed to have diverted sufficiently from its SNOMED CT source.

7

http://www.ucr.uu.se/rikssvikt-en/
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Intermountain Healthcare8

H

9

Allergen value set

7

Substance

I

HL7 RIM

Role code value
set

8

Social context

J

COPD examination protocol

Spirometry
observations

11

Observable entity

K

NextGen EHR10 system

Headache location

8

Anatomy

L

Detailed Clinical Models

Blood pressure
measurement
details

9

Clinical finding

∑ 101
There were details added to the information model extracts such as descriptions and figures
to facilitate unambiguous interpretation of the meaning of the extracts.

Information model

extract

Information model case

attribute

information model part

value set

value set member

attribute list

overall meaning of value
set

attribute
member

list

Figure 13 Information model cases

The information model cases were based on extracts from the selected information models.
The cases consisted of terminology binding targets based on specific parts of the information
model extracts: attributes, value sets or attribute lists. The value sets and attribute lists in
turn consisted of value set members. Additionally, for each value set the annotators had the
opportunity to provide one single code which should encompass, i.e. be superordinate in
some way, to the whole value set. In the study only attributes, value set members, overall
meaning of value set, and attribute list members were targets for terminology binding.
For example, from the SemanticHealthNet Heart Failure Summary information model a
Smoking status Information model case is extracted (see Figure 14) consisting of the
attribute “Smoking status” (1) and a value set (2). The value set in turn consists of four value
set members. Further, the annotators annotated the overall meaning of the value set.

8

http://www.clinicalelement.com/

9

http://hl7.org/

10

http://www.nextgen.com/

commercial in confidence

Page 58 of 128

ASSESS CT – D2.3

Figure 14 An example information model case extracted from the SemanticHealthNet Heart
Failure Summary

9.4

Methods

A study protocol was developed to guide participants of the study and to define the study
end points. This study protocol (Annex F) explained the source material used in the study
including the information model extracts and the terminologies used. In addition to the study
protocol, a help page with instructions was provided with the data-entry tool.
A web-based data-entry tool11 was developed to support terminology binding to the
information model parts, see Figure 15. Study participant were authenticated by a userspecific link to the data-entry tool with a signed web token.

11

Available from https://github.com/danka74/task2_5
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Figure 15 The study data entry tool

Participants were instructed to select the best-fitting code from any of the available
terminologies given the two terminology settings with a priority for ICD-10, ATC, and LOINC
for the alternative terminology setting in case of overlap. Thus, MeSH was to be used when
no other terminology would meet the representational needs.
To allow for compositional capabilities of the terminologies in the two study settings,
annotators could annotate the information model part with either one code or a group of two
or more codes, here named a “grouping”. The reason for allowing these “groupings” were to
9.5These groupings were later interpreted using the compositional capabilities of the
respective terminology, e.g. as a post-coordinated expression in case of SNOMED CT or as
a dagger-asterisk code in case of ICD 10. For example, the grouping “60911003;24028007”
is expanded (manually in the study) to the SNOMED CT Compositional Grammar expression
“60911003|Temporal
bone
structure
(body
structure)|:272741003|Laterality
(attribute)|=24028007|Right (qualifier value)|” and the grouping “A39.0;G01” is expanded to
the ICD-10 dagger-asterisk expression “G01* A39.0†”.

9.5.1 End points
Concept Coverage
Concept coverage of the code from the terminology was assessed by the annotators for
each information model part annotated using the scale described in Table 15. Differences
between SNOMED CT and alternative terminology settings were analysed using the chisquared test.
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Table 15 Coverage assessment scale

Coverage rating

Meaning applied to this study

1 Full coverage

The meaning of the information model part fully corresponds to the
code from the terminology/classification

2 Inferred coverage

The full meaning of the information model part is understood only
in conjunction with the specific context provided by the information
model. This meaning fully corresponds to the code from the
terminology/classification.

3 Partial coverage

The meaning of the information model part is partly covered by the
the code from the terminology/classification. A comment should be
added describing the in what way the coverage is partial and not
full.

4 No coverage

There is no code in the terminology/classification that corresponds
to the meaning of the information model part.

5 Out of scope

The meaning of the information model part is not relevant for
annotation.

Comparisons between SNOMED CT and the alternative terminology setting were made with
two different dichotomizations: a strict one where Full coverage and Inferred coverage (1
and 2 in Table 15) is put against other coverage assessments and a loose one where Full,
Inferred and Partial coverage (1-3 in Table 15) is put against No coverage and Out of scope
(4 and 5 in Table 15).
Furthermore, coverage comparisons were also made by semantic type of the information
model extract as described in Table 14.

Agreement
The agreement among annotators regarding the code annotated, the coverage assessment,
and the SNOMED CT hierarchy, in case of the SNOMED CT setting, and the terminology
chosen in case of the alternative setting was calculated. Agreement was measured using the
Krippendorff’s ɑ (alpha) coefficient [Krippendorff2003] calculated using Gwet’s R
implementation [Gwet2014]. To let the aggregation capabilities of the terminologies influence
the agreement coefficient a semantic version of the coefficient was used [Karlsson2014].
The semantic coefficient uses semantic weight function which reflects the similarity of two
codes by adjusting the weight reflecting the aggregation capabilities. The semantic weight
function used was Lin’s information-content-based semantic distance measure [Lin1998].
Lin’s measure, as compared to other semantic distance measures, e.g. Path length or
Resnik, is not dependent on the size or depth of the terminology [Pedersen2007] and thus
facilitates comparison between terminologies of different sizes and shapes.

9.5.2 Considerations to remove unwarranted bias
The aim of the paper is to compare terminologies with as much fairness as possible. In the
study, the annotators were supposed to use the terminologies to their full potential. If one
terminology had a significant feature which was not available in another, that was not
considered an unwarranted bias and the differences were allowed to be reflected in the
study results either positively or negatively.
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● Not allowing groupings, although groupings added complexity to the study, would
provide a negative bias for SNOMED CT, which has an elaborate system of postcoordination, and ICD-10, which has a system of post-coordination through daggerasterisk coding.
● The terminologies selected had varying internal structures. Some had a mono- or
poly-hierarchical structure whereas others had a flat list structure. This was not
considered an unwarranted bias and was reflected in the study by having annotators
use dedicated terminology browsers which show this structure while choosing codes
for annotation. Also, in doing agreement calculations, the semantic distance functions
were applied based in the internal structures of the respective terminologies.
● The intuition that the size of the terminology influences coverage positively and
agreement negatively was not considered an unwarranted bias for any terminology
setting was reflected in the study by not sub-setting or reducing any of the
terminologies. The terminologies were provided to the annotators “as is” using full
international releases and using terminology browsers provided by the owners of the
different terminologies. The idea is to compare the terminologies in the way they are
actually used.

9.6

Results

Parts of the information model extracts, i.e. attributes and value set elements, were
annotated with codes from the terminologies of the two terminology settings. Six annotators
from six different countries participated in the study. The participants were from Austria,
Belgium, Denmark, the Netherlands, Sweden, and the United States. Three of the
participants were medical doctors, all were trained in medical informatics, four having a PhD
degree in medical informatics. The participants were selected based on having significant
experience and extensive knowledge of biomedical terminology.
Each of the six annotators assigned codes to 101 information model parts for each of the
two terminology settings. In total 202 annotations were made per annotator, or 1 212
annotations for all annotators.

9.6.1 Data cleaning
Before analysing data from the annotators some pre-processing of data was performed.
Groupings corresponding to pre-coordinated SNOMED CT concepts were replaced with the
single SNOMED CT concept ID (n = 3). The order of the codes in the groupings was
considered insignificant when comparing annotations and groupings with different order
were normalized by sorting, for example “29081-7;29082-5” were considered equivalent to
“29082-5;29081-7”
Before analysing results data was reviewed for errors. Each annotation was checked for
conformance to syntactic rules for annotation, including group annotation and the
annotations confirmed to be correct codes from the source terminologies. Also, all codes
were checked against the terminologies used to confirm that valid codes was used for
annotation. All instances of trivial syntactic errors were corrected; for example missing
vertical bars ‘|’ between code and text and use of characters other than semicolon for
grouping. One SNOMED CT annotation where a leading ‘2’ had been omitted from the code
was corrected (56259004|Pollen (substance)| was corrected to read 256259004|Pollen
(substance)|). Further, one annotator had swapped the annotations for Shortness of breath
at rest and Shortness of breath during activity, and those annotations were corrected. No
other trivial corrections were made.
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In addition to the trivial syntactic errors there were more severe errors made during
grouping. As stated in the study protocol, only groupings which corresponded to a valid
expression in the source terminology were allowed. For SNOMED CT this meant adherence
to the SNOMED CT Concept Model (http://snomed.org/eg) and for ICD 10 this meant
adherence to the dagger asterisk system [who1993]. No other terminology in the study had
any similar compositional features. Of the 93 (66 SCT, 27 ALT) groupings used when
annotating only 28 (30 %) corresponded to a valid expression in the source terminology. Of
the 93 groupings another 28 corresponded to disjunctions (OR), for example the annotation
“C09A; C09B” corresponding to the disjunction of plain ACE inhibitors and ACE inhibitor
combinations. As disjunctions are allowed in e.g. the SNOMED CT expression constraint
language [ref] and languages for querying, such groupings were allowed. Another set of 5
groupings corresponded to attribute-value pairs, all 5 of them consisting of a LOINC term
code and a LOINC value code. As it is reasonable that an information model might cater for
such constructs, such groupings were also allowed. A second data set was created where
errors introduced in groupings were corrected when clear rules could be found, rules which
could reasonably have been applied for quality assurance in a terminology-implementation
project. The rules applied were:
1. For SNOMED CT, all “unapproved attribute” codes (subsumees of 408739003 |
Unapproved attribute (attribute) |) were removed. The annotation was marked as
Partial coverage. The grouping was re-evaluated for conformance. (n = 8)
2. If there was a grouping which was partially conformant to terminology rules, all nonconformant codes in the group were removed. The annotation was marked as Partial
coverage. (n = 8)
3. Otherwise, the grouping was removed and the annotation was marked as No
coverage. (n = 8)
In total, 24 such corrections were made to groupings. After all corrections, both trivial
syntactic and non-trivial semantic, had been applied, there were in total 71 (44 SCT, 27 ALT)
groupings.

9.6.2 End points
Use of terminologies
Use of terminologies after corrections applied is described in Table 16 and Table 17.
Table 16 Terminology use distribution for alternative setting

Terminology

Number of annotations

Groupings

ATC

59

7

ICD-10

140

5

LOINC

201

14

MeSH

82

1
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Table 17 Terminology use distribution for SNOMED CT

Pre-coordination or Grouping

Number of annotations

Single pre-coordinated code

562

Grouping

44

Coverage
There were 145 annotations where there was agreement on the code but disagreement on
coverage assessment, i.e. where one annotator assessed the annotation as Full or Inferred
coverage and where another annotator assessed the annotation to be of Partial coverage.
For example, for the information model element “Anaphylaxis” one annotator assessed the
ICD code “T78.2 Anaphylactic shock, unspecified” to be of Full coverage whereas another
annotator assessed the same code as Partial coverage. Thus, a reasonable conclusion is
that there was disagreement on the assessment of the coverage of the code.
For the entire set of annotations, there was a significant difference between content
coverage of SNOMED CT and the alternative terminologies for both loose and strict
interpretations of content coverage, see Figure 16. When analysed by semantic type, there
were significant differences in favour of SNOMED CT for all types with the exception of
Observable entities where LOINC provided good coverage, see Figure 17. For substances
there was only a weakly significant difference.
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Figure 16 Coverage results

commercial in confidence

Page 65 of 128

ASSESS CT – D2.3

Figure 17 Coverage results by semantic type

Agreement
Agreement on coverage assessment was very low, approx. 0.3, and there were no
difference between terminology settings, see Figure 18.
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Figure 18 Agreement on coverage assessment

Before corrections there were overlapping 95 % confidence interval for Krippendorff’s ɑ
agreement, see Figure 19. When corrections were applied, as specified above, there was a
significant difference between SNOMED CT and the alternative terminology setting, see
Figure 20.

Figure 19 Agreement on annotation before corrections of groupings
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Figure 20 Agreement on annotation after corrections of groupings

When analysed by semantic type, Clinical findings was the only type where there was
significant difference in agreement, see Figure 21. However, the lack of significance may be
explained by the smaller data sets.
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Figure 21 Agreement on annotation by semantic type

9.7

Discussion

A study of the coverage and agreement of SNOMED CT and a combined set of other
terminologies has been performed with participants from six countries. It is shown that
SNOMED CT, under certain conditions, gives a higher coverage and agreement than the
alternative setting. Intuitively, agreement comes at a cost of coverage as the increased
number of categories needed for covering a complex domain would introduce more
categories to choose from, and to disagree on. However, a significantly higher agreement for
the SNOMED CT setting is only achieved when stricter rules are enforced on annotators’
use of post-coordination facilities of the terminologies. SNOMED CT benefits more from
such stricter rules compared to the alternative setting for two reasons: (1) SNOMED CT has
a set of detailed, computable rules for post-coordination, the SNOMED CT concept model
(http://snomed.org/eg), which is not present for any of the alternative-setting terminologies,
and (2) annotators used the post-coordination facility for SNOMED CT almost twice as often
as for the alternative setting.
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In this study, participant annotators were specifically and intentionally selected from different
countries and with diverse health and health informatics experiences. It is assumed that
agreement with in such a varied set of annotators would be a proxy for cross-border
terminology applicability. Similarly, other researchers have used diverse sets of annotators.
For example, Andrews et al. [Andrews2007] used annotators from three different coding
consultancies but the results showed almost complete lack of agreement.
Agreement could be enhanced further by stating and enforcing even stricter rules than those
applied in this study. Annotators in this study disagreed on the choice of hierarchy in
SNOMED CT or on the choice of terminology in the alternative setting. In a typical
terminology adoption project one could decide to restrict choices for terminology binding but
that gives no guarantee for interoperability with information stemming from other projects.
There are attempts from the standards development organizations to facilitate the use of
terminologies in information models. For example, the HL7 and IHTSDO cooperate in the
TermInfo
project
(http://wiki.hl7.org/index.php?title=TermInfo_Project)
to
develop
implementation guides for using SNOMED CT in HL7 information models. Applying the rules
from such an implementation guides would enhance agreement in the SNOMED CT setting.

9.8

Conclusion

SNOMED CT has a higher domain content coverage for the areas covered by this study as
compared to a set of other, commonly used terminologies and classifications. Given that
some guidelines are in place and are enforced, SNOMED CT also gives a higher agreement
among users from different countries and with diverse health and health informatics
background.

9.9
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10

Annex 2.3D – Analysis of terminology
binding disagreement

10.1 Introduction
Semantic interoperability requires a meaningful integration of information models and
terminologies, known as terminology binding. With a consistent use of terminology in
information models it would be possible to interpret information from different clinical
information systems with higher efficiency and precision. The ease of interpretation of
information recorded in heterogeneous information systems will improve information
exchange and reuse in health care, and ultimately supports the development of patientcentric interoperable health records rather than proprietary institutional patient records.
However, the practice of binding of terminologies to information models include working with
complex patterns with multiple degrees of freedom, resulting from (i) the information model
chosen, (ii) the terminologies chosen, (iii) data entry and re-use requirements, and (iv) the
ways terminologies and information models are connected. Unavoidably, this gives rise to a
variety of models for each well-delineated clinical purpose, even if recognized international
clinical information model and terminology standards are used. The emergence of diverse
but "iso-semantic" clinical models requires sophisticated strategies of how to handle these
degrees of freedom, with the ultimate goal to identify equivalence. The Clinical Information
Model Initiative (CIMI) has addressed this problem by formulating strategies to unify existing
modelling initiatives (http://www.opencimi.org). Whereas CIMI has been very open regarding
clinical models, they have been restrictive regarding terminologies, as they use SNOMED CT
and LOINC only as primary clinical terminologies, to which their core model has been bound.
SemanticHealthNet developed, as part of its semantic interoperability architecture12, an
ontological framework and a set of semantic patterns13, which enforce the representation of
both clinical and information entities based on a highly-constrained ontological framework14 ,
which allows to identify semantic equivalence of heterogeneous models by formal reasoning,
to the extent meaning can be formalised.
Other important international initiatives that help reduce degrees of freedom include the more
and more frequent terminology harmonization or mapping projects, where terminology
providers join forces to ensure consistent combined use. These initiatives include, but are not
limited to, the SNOMED CT – ICD10 mapping project15, the SNOMED CT – LOINC project16,
as well as the work related to creating a common ontology for ICD11 and SNOMED CT 17,18.
These initiatives demonstrate that SNOMED CT is increasingly seen as a core component
12

Martínez Costa C, Kalra D, & Schulz S. (2014). Improving EHR Semantic Interoperability: Future Vision and Challenges. Stud
Health Technol Inform. 2014; 205:589-593

13

Martínez-Costa C, Cornet R, Karlsson D, Schulz S, & Kalra, D. (2015). Semantic enrichment of clinical models towards
semantic interoperability. The heart failure summary use case. Journal of the American Medical Informatics Association,
22(3), 565-576.

14

Schulz S, Boeker M. BioTopLite: An Upper Level Ontology for the Life Sciences. Evolution, Design and Application. Workshop
on Ontologies and Data in Life Sciences, 2013;19-20

15

Campbell JR, Brear H, Scichilone R, White S, Giannangelo K, Carlsen B, et al. Semantic interoperation and electronic health
records: context sensitive mapping from SNOMED CT to ICD-10. Stud Health Technol Inform. 2013;192:603–7.

16

Santamaria SL, Ashrafi F, Spackman KA. Linking LOINC and SNOMED CT: A Cooperative Approach to Enhance Each
Terminology and Facilitate Co-usage. ICBO 2014: 99-101

17

Mamou M, Rector A, Schulz S, Campbell J, Solbrig H, Rodrigues JM. ICD-11 (JLMMS) and SCT Inter-Operation. Stud Health
Technol Inform. 2016;223:267-72.

18

Rodrigues JM, Robinson D, Della Mea V, Campbell J, Rector A, Schulz S, Brear H, Üstün B, Spackman K, Chute CG, Millar
J, Solbrig H, Brand Persson K. Semantic Alignment between ICD-11 and SNOMED CT. Stud Health Technol Inform.
2015;216:790-4.
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for consistent representation of meaning in clinical information models. However, there are
still numerous challenges in the practical use of SNOMED CT:
 Many countries are not IHTSDO members, and many member countries lack
implementation experience and guidelines.
 Current clinical information systems have limited or no support for SNOMED CT. This is
often seen as more complex than most other technical implementations of clinical
terminologies due to specific SNOMED CT features such as multiple parents, attribute
relationships, separation of ID and language representations, and post-coordination.
 Most countries use other terminologies in multiple localised and modified versions (e.g.
ICD and derivates, local procedure catalogues, ATC, LOINC) for core tasks like
morbidity, mortality statistics, reporting and billing, medication and laboratory information
systems.
This leads to the crucial question whether SNOMED CT implementation is really a
prerequisite for consistent, reliable and semantically interoperable representation of clinical
meaning in information models. This question has motivated the European research project,
ASSESS CT, which aims at assessing SNOMED CT for large-scale deployment in the EU.
One of the main ideas of ASSSESS CT is to scrutinize adoption of SNOMED CT against
alternative scenarios. Therefore ASSESS CT has studied the possibilities to devise a
semantic interoperability framework based on existing terminologies without SNOMED CT or
its predecessors like SNOMED 3.5. and Read Codes. Regarding the use of terminologies
with information models, the ASSESS CT included a coding study (Task 2.5) with two foci,
viz. (i) to investigate how inter-rater agreement and coverage differed between the SNOMED
CT and the alternative scenario (here the alternative scenario is interpreted as a combination
of ICD10, LOINC, ATC and MeSH), and (ii) to systematically investigate the reasons of
disagreement and whether the type of disagreement differed between the scenarios. This
paper addresses the second focus area with the following research questions:
 Which types of disagreement occur when coding experts from different countries and
professional backgrounds bind terminologies to information models?
 Which are the differences between the types of disagreement in the SNOMED CT
scenario and alternative scenario?
By answering these questions, we qualify the inter-rater agreement scores with reasons for
the scores being as they are, in order to acquire an empirical basis for future strategies that
aim at improving inter-coder agreement. This will provide future implementers a realistic
notion of the work associated with ensuring consistent terminology binding in information
models, dependent on choosing SNOMED CT or a combination of other terminologies.

10.2 Material and Methods
This section presents, first, the information models chosen for this study and their
representation in the terminology binding tool.
No specific requirement was done for the format of information models. ASSESS CT was
open to include a range of models from different countries, and at different standardization
level. The diversity of models was assured by maximising the clinical specialties they cover,
allowing different levels of granularity and usage, i.e. some standard models and some in
routine use, as well as different professional scope. The set of models included in the
experimentation (cf. Table 1) also covered both primary and secondary use cases. In order
to delimit the terminology binding task, and to ensure equal weight of the information models,
excerpts of models were created in which the number of attributes and value set members
were reduced. Value sets, in this context, are defined as predefined sets of meaningful
elements that qualify as non-numeric complements of an attribute. This reduction was done
in a way that the resulting excerpts were nevertheless meaningful form a clinical point of
view. E.g. in the whole spirometry exam from a COPD (Chronic obstructive pulmonary
disease) examination, the excerpts were chosen using the same diversity criteria as when
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choosing the models themselves. Value set members, for all but very small value sets were
randomly selected.
Table 1: Overview of sources

Model

Origin

Number of Number
attributes
meaning

of

overall Number of
value
set
members

EU
SemanticHealthNet
Heart
Failure
Summary Smoking
status

1

1

4

EU
SemanticHealthNet
Heart
failure
symptoms

1

1

9

patient EU
Allergy

1

1

9

ECDC
Diseases EU
under surveillance

-

-

7

Trauma
registry DE
observables

10

-

-

Medications from a SE
Heart failure registry

-

-

10

COPD PROMs

SE

3

-

-

from US

1

1

5

Biological relations NL
for patient transfer
data, based on HL7
RoleCode value set

1

1

6

Blood
pressure NL
observable, detailed
clinical model from
Nictiz

-

-

9

DK
Spirometry
observables from a
COPD examination
program

11

-

-

Headache location US
(anatomy) from a
structured data entry
form

1

1

6

Total

30

6

65

epSOS
summary
kinds

Allergens
Intermountain
Healthcare

-

In order to avoid bias toward one terminological scenario in our study, we did not include
models designed for one specific terminology. Bias due to annotator understanding of model
elements was avoided by excluding models with extensive interdependencies between
attributes.
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10.2.1 Terminology binding setup
The diversity of model excerpts required to convert all models to a common format and
present them to the annotators in a similar way. To this end, a terminology binding tool was
developed. This tool displayed each excerpt, together with textual elucidations to assure
unambiguous understanding of all information model elements within the given context. For
the terminology binding experiment, annotators from six different countries were asked to
represent each element in the models either using SNOMED CT (named "SCT scenario") or
a combination of ICD10/ATC/LOINC/MeSH (named "ALT scenario").
The annotators were encouraged to use the IHTSDO terminology browser
(http://browser.ihtsdotools.org/) with the July 2015 SNOMED CT release. For the ALT
scenario the annotators were encouraged to use the WHO's ICD10 browser
(http://apps.who.int/classifications/icd10/browse/2015/en), the ATC browser provided by
WHO/Norwegian institute of public health (http://www.whocc.no/atc_ddd_index/), the LOINC
browser provided by Regenstrief (http://search.loinc.org/), and the MesH browser provided
by the US National Library of Medicine (https://www.nlm.nih.gov/mesh/2015/mesh_browser/).
This setup made sure that each terminology was presented to the annotators in a way that
was controlled by their respective governing organization.
The annotators came from Sweden, Denmark, the Netherlands, Belgium, Germany, Austria,
the UK and the US, each of them being an experienced user of clinical terminologies with
different training levels. Despite differences in training level, all annotators are considered
European experts in the field of clinical terminologies, and all but one are part of the
ASSESS CT consortium.
For each annotator a user account allowed personalised access to the terminology binding
tool. Annotators had to follow a study protocol in order to avoid disagreement due to
confounding factors outside the scope of our investigations. For example the study protocol
described how to score coverage from full match to no match. The protocol (Annex F) also
specified that the ALT terminologies ICD10, ATC and LOINC were to be considered nonoverlapping: ICD 10 for Disorders and Findings, ATC for Drugs, LOINC for Diagnostic or
Laboratory Procedures. In contrast, MeSH should only be used for terms not covered by the
former three ones, e.g. for other semantic types like devices or body parts. We inflicted this
guideline to ensure that we would not get large disagreements simply because annotators
preferred one terminology over another, because that would mean that the SCT scenario and
ALT scenario would have very different pre-conditions.
For the SNOMED CT scenario, we did not formulate any preference criteria regarding
subhierarchies, because we saw it as subject of investigation whether the annotators given
their existing knowledge, would agree on terminology binding strategy, also at the SNOMED
CT top-hierarchy level.
Annotators were able to assign one or more codes to an information model element. In the
terminology binding tool, all attributes, the field “overall meaning of value set”, and each
value set member could be associated with one or more codes. The field “Overall meaning of
value set” allowed to evaluating whether annotators aimed for consistent modelling or
precision of coding. Generally, each member in a value set can be seen as a separate entity,
which should each have a full match if possible. Alternatively, each member can be seen as
part of a consistent model fragment, and thus it must be drawn from the terminology in a
consistent way. The latter case will typically end up with a code for “overall meaning of value
set”, well aligned with the value set members, whereas the precision of each value set
member will tend to make “overall meaning of value set” useless or simply a duplication of
the annotation of the attribute.
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In addition, annotators were asked to add comments at each level, viz. model, attribute and
value, whenever they were in doubt, wanted to explain or came across codes which given
the case were almost as good as the chosen code.

10.2.2 Qualitative assessment reasons for disagreement
The qualitative assessment of coding disagreements has the purpose to first establish a
typology of disagreements, and then to count the regarding disagreement types. The
disagreement types were identified by a combination of ad hoc content analysis and
structured categorization. In the ad hoc analysis, we textually described the disagreements
found in the dataset. To each description a preliminary disagreement type was added. This
process was continued until saturation was reached, i.e. no new disagreement types were
encountered. In the structured categorization, we analysed each of the preliminary
disagreement types in order to detect redundancy and generalization of categories. In
addition, we made a comparative analysis of SCT branch disagreement types and ALT
branch disagreement types, to detect similarities and differences in reasons for
disagreement.

10.3 Results

Figure 22 - Overview of reasons for disagreement. Dark purple are overall categories. Light
purple reasons that occur in both branches, blue occurs is SCT branch, red occurs in ALT
branch. Question marks are placed when we do not see any reason why we find a
disagreement type in one branch and not the other.

10.3.1 Disagreement caused by differences in granularity
level
Granularity differences occur when annotators are choosing codes which have a close
hierarchical relation I.e. one concept is a subsumer of the other. Sibling relationships are not
included. Granularity differences occur frequently both in the SCT and ALT branch of the

commercial in confidence

Page 77 of 128

ASSESS CT – D2.3

study. One example is that in the “COPD PROMS” model one annotator represents weight
by 425024002 | Body weight without shoes (observable entity) |, whereas the other
annotators choose the super concept 27113001 | Body weight|.
In addition to identify these general cases of granularity differences, we have also identified
when granularity differences can be explained directly by the way the different terminologies
are constructed. In both SCT and ALT it occurs that a terminology middle layer is missing
e.g. In the “Heart Failure registry medications” model, the “RAS blocker” element is coded
very differently between coders. The problem is that a RAS blocker is an inhibitor of the
renin-angiotensin system – this include ACE inhibitors, angiotensin II receptor blockers
(ARBs), and direct renin inhibitors.19 However, “RAS blocker” does not include other ways of
treating hypertension e.g. vasodilation. In SNOMED CT, ACE inhibitors, ARBs and renin
inhibitors are all SNOMED CT concepts, their parent is Hypotensive agent, but hypotensive
agent also have other children e.g. Vasodilating agent (product). The annotators chooses
parent concept, child concept, or two child concepts. Agreement would have been much
higher if RAS blocker had been an intermediate concept between Hypotensive agent, and
the children ACE inhibitors, angiotensin II receptor blockers (ARBs), and direct renin
inhibitors.
In the ALT branch is happens that a terminology super layer or that two layers cannot be
differentiated. We did not observe this in the SCT branch. An example of a super layer
missing is in the “Emergency room protocol and Trauma registry” model when annotators
represent pupil width. LOINC has codes 8640-5|Pupil diameter Eye - left Auto|, 8641-3 |Pupil
diameter Eye - left Manual|, 8642-1 |Pupil diameter Eye - right Auto| and 8643-9 |Pupil
diameter Eye - right Manual|, but they do not have a common parent which could be used to
represent the idea of a pupil width with just one code. When presented with this, coders
chooses one or more of the mentioned codes, or LOINC codes from elsewhere in the
terminology system, causing high disagreement.
In the ALT branch, ATC is used for representing medication. In ATC, two levels of granularity
can bear the same meaning, probably because leave nodes are always expected to occur
four at least levels down. This means that when annotators are representing non-leave node
medication concepts, ATC is in some cases ambiguous, and annotators choose different
codes. E.g. when representing beta-blockers ATC looks as represented in Figure 23.
Consequently annotators choose C07 |beta blocking agent| or C07A|Beta blocking agent|.

Figure 23 - ATC excerpt beta blockers

Disagreement also occurs when fine grained concepts do not appear in the terminologies.
This is described in more details in the next section.

10.3.2 Precision vs. consistency controversies
When presented with lack of fine grained concepts annotators generally use two different
strategies. The first strategy is to choose a more granular concept or no concept at all, to
code consistently with the other concepts chosen for the model sample. Alternatively, they
19

http://www.uptodate.com/contents/renin-angiotensin-system-inhibition-in-the-treatment-of-hypertension
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aim for more precision. In the SNOMED CT, annotators use a group of codes which can be
interpreted as a post coordinated expression. In the ALT branch, they switch to another
terminology. Several special cases of these different strategies exists, and these are
presented in more details in the following.
In the SNOMED CT branch, annotators have different approaches when not finding an exact
matched pre-coordinated concept. Different choices include approved post-coordinated
expression, partially matched pre-coordinated concept or an unapproved post-coordinated
expression. For example, in the “biological relation” model, annotators code Paternal Greatgrandparent very differently. The variance is due to: Father’s side is coded as “father” and
“paternal”, generation count is coded as “great” and “great great” (the question is whether it
is great grandparent on father's side, or father’s great grandparent) grandparent is coded as
grandfather and grandmother grouped - and grandparent as one code. Some annotators
chooses to group some of these codes aiming for a full match, others choose to have
33969000|Great grandparent (person)| as a partial match.
In the ALT branch, annotators also have different approaches. One example that show most
of these strategies can be found in the “smoking status” model, when annotators represents
“Quitting”. Some annotators have coded the other smoking statuses as ICD10 codes, and
consequently, they choose ICD10 codes for “quitting” even though the available choices are
quite imprecise or coarse grained, namely F17.3 | Mental and behavioural disorders due to
use of tobacco withdrawal state| and Z72.0 |Tobacco use|. Other annotators have used
LOINC, and chooses not to code “quitting” – they do not find a LOINC code and they choose
not to switch to another terminology for a single code. One coder chooses to switch
terminology from LOINC to MeSH for this one code to get a full match using D016540
|Smoking Cessation|. Summing up, lack of a precise code in the chosen terminology, results
in imprecise/coarse grained codes, non-matches or switching terminology to the secondary
terminology, MeSH. For other annotations, we have seen switching between primary
terminologies as well.

10.3.3 Choosing a hierarchy/Choosing a terminology
Annotators have different strategies or preferences, when they choose where to look for a
code. In the SCT branch, this means that for some model samples there are hierarchy
mismatches, and in the ALT branch there are mismatches on which terminology is chosen. In
both branches, there are both systematic mismatches and mismatches on single codes.
Systematic mismatches are characterized by high within-annotator consistency e.g. as
mentioned before, when LOINC or ICD10 is chosen by a annotator to represent a smoking
status value set, this choice is often maintained throughout the set. This suggest a deliberate
choice i.e. the annotator clearly feels that this is the right terminology for this kind of set,
whereas other coders consistently make another choice. This goes for the choice of
SNOMED CT hierarchies as well. In the “Emergency room protocol and Trauma registry”
model one annotator systematically annotate findings, whereas the other annotators choose
observable entities. 301283003|Finding of rate of respiration (finding)| vs.
86290005|Respiratory rate|. 301113001|Finding of heart rate (finding) vs. 364075005 | Heart
rate (observable entity) |. The coder adds: “I have mapped this to findings, because I assume
this list is used as entries for the result of evaluating each of these areas…..I would need to
understand whether these entries represents the heading/label of each entry or it represents
the evaluation results. If they represent the tables, then I would use the observables in all
cases, and if they represent the evaluation results, then I would use the findings”. This
suggest that annotators are well aware that the overall choice of either findings or observable
entities can be difficult, and this is observed for other model samples and other coders as
well. Systematic mismatches are also seen between products and substances when
representing medication using SNOMED CT.
Mismatches on single codes are typically seen when aiming for more precision, and this is
already described in the “Precision vs. consistency controversies” section.
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10.3.4 Information model vs. concept model controversies
We observed that annotators were more or less aware on the possibility of matching the
inherent structure of a terminology with the information model. To understand this fully, we
shortly need to explain what a concept model consistent pattern is.
In SNOMED CT, a concept model consistent pattern is when an information model is bound
to SNOMED CT consistent with the concept model of SNOMED CT. The example in Figure
24, show a concept model consistent binding of body positions. It is concept model
consistent, because relationships in SNOMED CT exits that justify that the four findings
constitute a meaningful value set of the observable 271605009|position of body and posture|,
see Figure 25. Using such patterns are important for the possibility of using more advanced
querying options and when identifying equivalent expressions originating from different
models.
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Figure 24- Concept model consistent binding of body position model.
http://doc.ihtsdo.org/showcase/show14/SnomedCtShowcase2014_Present_14103.pdf

Figure 25 - SNOMED CT excerpt showing the relationship between body positions in the
observable entity and finding hierarchies.
http://doc.ihtsdo.org/showcase/show14/SnomedCtShowcase2014_Present_14103.pdf

The disagreements that arise in the SNOMED CT branch is that annotators either:
 Succeed or fail in identifying a suitable SNOMED CT consistent pattern
 there is no such pattern, and they choose to do different things, and
 in one case, two different concept model consistent patterns exists.
One example is in the “headache” model, where the annotators interpret the value set
members as either headache findings (findings hierarchy) or headache locations (body
structure) i.e. they assume different possible values, because two different concept model
consistent patterns can be assumed for the information model, see Figure 26 and Figure 27.

commercial in confidence

Page 81 of 128

ASSESS CT – D2.3

Figure 26-First possible concept model pattern for the headache model. Note that the
"Interprets" is inserted by the authors of this papers, it is not in SNOMED CT, but this can be
assumed to be a missing relationship.

Figure 27 – Second possible concept model pattern for the headache model.

In the ALT branch, in the most cases, no concept model consistent patterns exist, simply
because the terminologies do not have concept models – consequently, annotators struggle
with annotating information model attributes, overall meaning of value set and value set
members well-organized and consistent. One exception is when LOINC have built-in
attribute-answer lists. In these cases, some annotators identify this and others do not. To a
large extend, this probably depends on knowledge about LOINC, since answer-list members
cannot be identified through standard search in the LOINC browser. One example is the
“Smoking status” model where some annotators identify 72166-2 |Tobacco smoking status
NHIS| which is a smoking status as required from CDC in NHIS –which has a specific
nominal value set associated with it that fits rather well with the value set members e.g. Exsmoker coded with answer ID LA15920-4| Former smoker|. Disagreement arise because not
all annotators identify the pattern, and some apply the answer list ID’s without using the
attribute concept, 72166-2 |Tobacco smoking status NHIS|.

10.3.5 Interpretation of information model elements
In some cases, disagreement arise from annotators interpretation of an information model
element largely independent of the terminology used. These disagreements are also nearly
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the same between the SCT and ALT branches, with the exception of “interface term
ambiguousness”, which have been identified in the SCT branch, but not the ALT branch –
probably not because it is not there, but because coarser granularity of terminologies in the
ALT branch makes ambiguity invisible. E.g. There are two ways of calculating a Glasgow
Coma Scale sum, an original and a modified version. In the SCT branch, one coder choose
that it is the modified version 444323003, and it seems to be based on medical insight
because the comment says “Most likely the modified version. Otherwise it's 248241002.”
Most other coders choose 248241002, which is the original. In the ALT branch, all annotators
choose the LOINC code 9269-2 |Glasgow coma score total|, and there is no way of knowing
whether it is the original or modified version.
When interface terms are disjunctions, annotators choose either to code one side of the
disjunction, or represent the whole disjunction by a group where both sides are coded
independently. This happens similarly in the SCT and ALT branches. An example from the
SCT branch: In the “biological relation” model Niece/nephew is mapped to the group
83559000 | Nephew (person) |; 34581001 | Niece (person) |. However, one coder only codes
nephew (the code for Niece is noted in the comment field).
In some cases, annotators demonstrate different degrees of medical insight, which influence
their understanding of the model elements and consequently their possibility of mapping it
correctly. This problem occurs in both branches. One example comes from the “Heart Failure
registry medications” model, where the “Mineralocorticoid receptor blocker” element is coded
very differently between annotators. The problem is that for all intends and purposes a
mineralocorticoid receptor blocker is the same as an Aldosterone receptor antagonists.
SNOMED CT has “Aldosterone receptor antagonists”, but not a SNOMED CT synonym
including something with “mineralocorticoid” does not exist. The different wording refers to
that other mineralocorticoid hormones than aldosterone can bind to mineralocorticoid
receptors e.g. progesterone, this is why some prefer mineralocorticoid receptor rather than
aldosterone receptor. However, two coders know this, and codes to “Aldosterone receptor
antagonists” concepts. Four does not and code to concepts where the descriptions have the
word “mineralocorticoid” in them, in some of the cases resulting in coding to a
mineralocorticoid substance rather than an antagonist, which is very wrong. This repeats
itself in the ALT branch, where some codes to ATCC03DA |Aldosterone antagonists|,
whereas others choose H02AA|Mineralocorticoids|, which is medically incorrect.

10.3.6 Mistakes
Mistakes such as interchanging ID’s, leaving out a digit or choosing a completely wrong
concept for no apparent reason also occurs in the dataset. These mistakes are very
infrequent, and all mistakes do not happen in each dataset i.e. interchanging ID’s and leaving
out a digit happens in the SCT branch and choosing a completely wrong concept for no
apparent reason happens in the ALT branch. We do not think this is a pattern and suspect
that that mistakes are equally likely to occur in each branch.

10.4 Conclusion
There are more similarities than differences in the reasons for coding disagreements
observed in this study. However, we expect that the strategies for improving agreement will
be somewhat different between SNOMED CT scenarios, compared to alternatives where
different terminologies are used in combination. In the following, we shortly recommend
strategies for improving agreement which are common or specific for each branch.

10.4.1 Common recommendations



Always check for mistakes i.e. are codes valid, do their human readable part even
make sense in the context.
Ensure that decisions are taken on how to represent disjunctions.
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Ensure that models can be interpreted unambiguously e.g. have access to those
designing the model in the first place
Ensure that annotations are checked by relevant clinical personnel so that lack of
medical knowledge of annotators does not influence correctness of the terminology
binding.
As small granularity level differences are likely to occur, ensure that clinical
information system query mechanisms can handle then or choose a strategy for
resolving granularity level differences. The latter is a challenge, in any context where
terminology development is not carefully managed using top-down approaches.

10.4.2 Recommendations when binding SNOMED CT
information models






Make clear guidelines on how to handle cases with lack of fine grained concepts. Are
annotators expected to choose a coarser grained concept as a partial match or make
a precise post coordinated expression? If the latter is chosen, ensure that annotators
do not make concept model inconsistent expressions by training or only allowing
certain patterns e.g. a laterality is always associated with a body structure through the
following pattern child of 123037004 | Body structure (body structure) |: 272741003
|Laterality (attribute)| = child of 182353008 | Side (qualifier value) |. It is hypothesized
that the task of building consistent post coordinated expressions can be supported by
tools, but research is needed.
Ensure that procedures are put into place for change requests in local, national, and
international versions of SNOMED CT for when middle layer concepts are missing. Or
accept that these are represented by groups of concepts.
Make sure that there are clear guidelines on what kind of information model elements
should be bound to what SNOMED CT hierarchy. Consider enforcing the hierarchy in
binding tools.
Be aware that choosing concept model consistent patterns is still an area with many
unknowns and unresolved issues. Ensure that they are necessary for the use case at
hand. If so, get expert help or choose already existing international models. Research
in this area is urgently needed, because concept model consistent patterns are
promising when considering more advanced use of SNOMED CT.

10.4.3 Recommendations when binding combinations of
terminologies to information models






Make clear guidelines on how to handle cases with lack of fine grained concepts.
Should annotators switch to another terminology - for the code or for the whole set? If
mixed sets are allowed, consider how the value set/the record should be queried
given the fact that it uses multiple terminologies. If switches are not allowed, consider
whether to use coarse grained concepts, mark as unbound, or use local extensions.
Unmapped or local extensions is a problem for interoperability use cases, so consider
carefully.
Consider how to handle cases where super concepts, and middle layer concepts are
missing. A pragmatic, but sometimes cumbersome approach, would be to handle
them as groups of concepts. Classifications are typically not designed for
representing generalised ideas so these can be difficult to get organisations to add to
the terminology.
The two former recommendations, could result in change requests to standardisation
organisations. Consider how to handle change requests to multiple different
organisations. Change requests to large international organisations with slow change
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cycles e.g. WHO, must be expected to take a long time. Local procedures/extensions
should account for this.
Make sure that there are clear guidelines on what kind of information model elements
should be bound to what terminology. Consider enforcing the terminology in binding
tools. Be especially aware of when two in-use terminologies are overlapping e.g.
LOINC and ICD10 both have smoking status concepts.
Do not try to apply something like concept model consistent patterns, they generally
do not work for terminology infrastructures without a concept model which relates to a
common reference terminology.
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11

Annex 2.3E – Value set coding study

11.1 Introduction
Investigating the use of a common reference terminology for EU-wide eHealth deployments
focuses on the comparison of SNOMED CT with alternatives terminology scenarios. This
study describes the capability of terminology scenarios regarding the support of semantic
standards for structured data entry.
It is assumed that the quality of a terminology can be assessed by measuring content
coverage.
This experiment focuses on existing standardization activities within the EU and value sets
attached to them.

11.2 Methods
Five value sets taken from projects with a primarily cross-border setting like epSOS are
considered, using the following selection criteria:
 A structured patient summary with pre-formulated fields
 Patients are treated by different caregivers and institutions (throughout Europe)
 Intra- and cross-border interoperability is most important
According to the given criteria, five different value sets were selected (Table 1):
Table 1: Value sets used for coding experiment
Name

Description

Size

OrphaNet

Rare diseases , randomly chosen from
OrphaNet [1]

10

Emergency Room
Protocol

Official German emergency room protocol
(DGAI, DIVI), from which ten different terms
for vital parameters were chosen, taken from
the protocol module “Basis” [2]

10

Notifiable Agents

Notifiable agents, according to the German
law on the prevention of infections (IfSG)

53

epSOSReactionAllergy

epSOS MVC epSOSReactionAllergy, which
contains terms that describe types of allergy
reactions [4]

9

epSOSVaccine

epSOS MVC epSOSVaccine, which contains
different vaccines [5]

32

Regarding these value sets, content coverage is compared under coding conditions that are
predetermined by the three ASSESS CT scenarios (Table 2):

Table 2: ACCESS CT Scenarios
ADOPT

Coding with SNOMED CT only

ALTERNATIVE

Coding with a reduced UMLS subset (MedDRA, MeSH, ICPC,
WHOART, ICD and LOINC)
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ABSTAIN

Coding with local terminologies, in this case German
terminologies in routine use, viz. ICD-10-GM + OPS + MeSH +
ATC.

Content coverage is measured by the rating scale „Degree of Equivalence of the map“ from
ISO TR 12300 [6] (Table 3). Each coded concept is assessed by assigning a value from this
rating scale. The assigned scores for each of the three coding scenarios are then compared,
in order to find out the best option concerning content representation.
The performance of the experiment is described using exemplarily via the OrphaNet value
set as an example: This value set has been chosen because it addresses the specified
criteria as described:
Rare disease data are often handled in registries, as structured data in pre-formulated fields.
Many stakeholders (particularly physicians from different medical fields) are involved in the
treatment of patients with rare diseases, often across institutions and countries. This crossborder data exchange between national registries highlights the importance of intra-and
cross-border interoperability.
Table 3: Degree of Equivalence of the map [6]
Score

Definitions

1

Equivalence of meaning; lexical as well as conceptual. For example, asthma and
asthma; ovarian cyst and cyst of ovary

2

Equivalence of meaning, but with synonymy. For example, ureteric calculus and
ureteric stone; gall stones and cholelithiasis

3

Source concept is broader, and has less specific meaning than the target
concept / term. For example, obesity and morbid obesity; diabetes and diabetes
mellitus type II

4

Source concept is narrower, and has more specific meaning than the target
concept / term. For example, feels ugly and self-image finding; acute renal
failure syndrome secondary to dehydration and acute renal failure syndrome

5

No map is possible. No concept was found in the target with some degree of
equivalence (as measured by any of the other 4 ratings)

In a first step, 10 different diseases or disease groups (e.g. Alexanders disease, CamuratiEngelmann-Syndrome etc.) were randomly chosen from OrphaNet.
We assume existing coding conditions in Germany in the first approach. Coding was done for
each experimental setting by at least three different German experts. For the local
terminologies in the ABSTAIN scenario nationally established terminologies like ICD-10-GM
or OPS were used. Content coverage was measured by using the ISO TR 12300 rating scale
(Table 1).
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11.3 Results
11.3.1 Value set specific results
Figure 1 demonstrates the results of the structured data coding experiment on the value set
OrphaNet with ten values coded in each of the three scenarios:

Figure 1: Comparison of ISO DTR 12300 ratings on coverage in value set
“Rare diseases” (n = 10)

The experiment shows 90% content coverage in the ISO ratings 1 or 2 (equivalence of
meaning or synonym) in the scenario ADOPT. In ALTERNATIVE, the content coverage in
the ISO ratings 1 and 2 is 30% and in ABSTAIN 40%.
Figure 2 depicts the results of the structured data coding experiment on Value set 2
Emergency Room Protocol, also with 10 values coded in each of the three scenarios:

Figure 2: Comparison of ISO DTR 12300 ratings on coverage in value set
“Emergency Room Protocol” (n = 10)

Here, 70% content coverage in the ISO ratings 1 or 2 in both ADOPT and ALTERNATIVE
contrasts with 20% in ABSTAIN.
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In Figure 3, the results of the structured data coding experiment on Value set Notifiable
Agents are shown, with 53 values coded in each of the three scenarios:

Figure 3: Comparison of ISO DTR 12300 ratings on coverage in value set
“Notifiable agents” (n = 53)

The experiment shows 100 % the best possible content coverage (ISO rating 1) in the
scenario ADOPT. In ALTERNATIVE, the content coverage in the ISO ratings 1 and 2 is 4%
and in ABSTAIN 83%.
Figure 4 demonstrates the results of the structured data coding experiment on Value set
epSOSReactionAllergy from epSOS with nine concepts coded in each of the three
scenarios:

Figure 4: Comparison of ISO DTR 12300 ratings on coverage in value set
epSOSReactionAllergy” (n = 9)

The experiment shows, again 100 % content coverage for the ISO rating 1 in ADOPT. In
ALTERNATIVE, the content coverage in the ISO ratings 1 and 2 is 44% and in ABSTAIN
67%.
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Figure 5 depicts the results of the structured data coding experiment on value set
epSOSVaccine from epSOS with 32 values coded in each of the three scenarios:

Figure 5: Comparison of ISO DTR 12300 ratings on coverage in value set
“epSOSVaccine” (n = 32)

The experiment shows 100 % content coverage in the ISO rating 1 in the scenario ADOPT.
In ALTERNATIVE, the content coverage in the ISO ratings 1 and 2 is 56% and in ABSTAIN
59%.

11.3.2 Median Scores
As in chapter 3.1 the total number and share of every rate was illustrated for each value set
and scenario, this subsection provides an overview by presenting the respective results as a
mean score as shown in Figure 6.

1
2
3
4
5
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Figure 6: Mean Scores for all Value Sets and scenarios

The ADOPT scenario has the highest mean score in four out of five value sets. The
ALTERNATIVE scenario has a slightly higher mean score only in the Emergency Room
Protocol Value Set. In the epSOS Reaction Allergy Value Set the ABSTAIN scenario comes
close to ADOPT only. Especially in the Rare Diseases Value Set, ADOPT has a far higher
content coverage than the other two scenarios.

11.4 Discussion
Three value sets (Orphanet, Emergency Room Protocol, epSOSReactionAllergy) have only a
small number of coded concepts (n ≤ 10), which is not sufficient for a statistical analysis.
Nevertheless, the results allow recognizing trends. Interpreting the score values "1" and "2"
as high-quality results, content coverage with ADOPT is up from 70% in Emergency Room
Protocol, even better in Rare diseases and full coverage which means 100% full equivalence
of meaning in epSOSReactionAllergy. It should be mentioned that in epSOS the content of
the value sets 4 and 5 was pre-defined by experts. SNOMED-CT was chosen for coding,
because a 100 percent full lexical equivalency was demanded and the standard was able to
ensure this requirement.
Structured data coding without SNOMED CT (ALTERNATIVE and ABSTAIN) shows a lower
proportion of high-quality ratings. In Rare diseases the best result is 40% for score values "1"
and "2" (ABSTAIN), in Emergency Room Protocol it is 70% (ALTERNATIVE) and in
epSOSReactionAllergy it amounts to 67% (ABSTAIN).
In contrast, the results of the value sets Notifiable agents (n=53) and epSOSVaccine (n=32)
are better for SNOMED CT. These two value sets also show that an ideal result (score
values "1" across the entire value sets) is possible with SNOMED CT (ADOPT).
Compared to this, the best high-quality result (score values "1" and "2") in Notifiable agents is
44% coverage in ABSTAIN and for value set epSOSVaccine 59% in ABSTAIN.

11.5 Conclusion
These experiments show clear advantages of SNOMED CT (scenario ADOPT) for highquality coding of value set samples for structured data entry, taken from different European
standardization activities. They suggest that SNOMED CT has a versatile area of application
and may guarantee an improved level of semantic interoperability compared to scenarios
without SNOMED CT, viz. ALTERNATIVE and ABSTAIN.
After all, it is crucial to state high quality requirements whenever medical content is
represented by standardised terminology codes. Quality of coded data is crucial for further
relevant use cases like clinical reporting, registries or clinical trials. It is an important
evidence to figure out an advantage by the use of a common reference terminology like
SNOMED CT in structured data applications.
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12

Annex 2.3F – Study Protocol ASSESS CT
WP2

12.1 Background
ASSESS CT is investigating the fitness of the international clinical terminology SNOMED CT
as a potential standard for EU-wide eHealth deployments. In a joint one-year effort, it is
addressing key issues related to the current use of SNOMED CT such as reasons for
adoption/non adoption, lessons learned, success factors, type and purpose of use,
multilingualism, cultural differences, strengths and weaknesses. Using literature review,
survey, interviews; focus groups and workshops, ASSESS CT is reviewing SNOMED CT's
current use and the fulfilment of semantic interoperability (SIOp) use cases, known technical
and organisational drawbacks, and the way the terminology is improved and maintained.
To this end, established evaluation approaches will scrutinise adoption against two
alternative scenarios: to abstain from actions at the EU level altogether, or to devise an EUwide semantic interoperability framework alternative without SNOMED CT.
Finally, ASSESS CT will analyse the impact of SNOMED CT adoption from a socio-economic
viewpoint, encompassing management, business, organisational, and governance aspects.
This document focuses on outlining an empirical study that assesses coverage, reliability,
and cross-language issues of the abovementioned scenario when used for representing
realistic EHR (Electronic Health Record) content, both unstructured narratives and structured
health data forms.

12.2 Study objective
This study is motivated by three terminology scenarios with regard to SIOp in the EU, more
specifically, what brings benefit for cross-border interoperability when new terminologies are
introduced (or the existing ones maintained):
 ADOPT: SIOp by making SNOMED CT Europe-wide available. This means that
health care stakeholders can use SNOMED CT without restriction. This does not
mean automatically that SNOMED CT is already available in all languages.
 ALTERNATIVE: SIOp by using an alternative unified terminology across Europe. We
interpret this as testing a derivate of UMLS, the Unified Medical Language System
(excluding SNOMED CT).
 ABSTAIN: no action at EU level. Each country decides their own terminologies and,
SIOp is achieved at bi- or multilateral agreements, or relying on translation of
individual cases. Therefore, they continue with the use of their current terminologies
(ICD-10, OPS, ATC, Mesh), but with a focus on those that are already available in
several languages such as WHO classifications.
The study described in this protocol will explore the following two tasks within ASSESS CT
work package 2 "Building New Evidence":
 Task 2.3: Measurement of terminology coverage, inter-annotator agreement and
agreement with a human-made gold standard in the manual annotation of
unstructured data, i.e. text samples from clinical texts in different languages. It is
expected to provide evidence about how well EHR content is represented in different
terminology scenarios. It will have an impact on automatic annotation of EHR data,
which will be addressed by task 2.4 in a later phase.
 Task 2.4: Measurement of terminology coverage and agreement with the gold
standard in the machine annotation of the same text samples in the same languages
as in task 2.3. Using standard NLP tools the task will show how well EHR content in
different languages and terminology scenarios can be automatically annotated.
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Task 2.5: Semantic annotation of structured data. This corresponds to the use case
seen as crucial for the E.U., viz. defining general or disease-specific summaries or
information structures for basic clinical data which the physician is expected to
provide in a structured form, independently of specific purposes like billing. Semantic
annotation encompasses the fixed elements (labels, headers) in information models
on the one hand and existing value sets on the other hand.
These tasks will depend on task 2.1, which provides the terminology annotation environment,
whereas task 2.2 and 2.4 will focus on semi-automated terminology acquisition and the use
of language technology, respectively and are therefore not in the scope of this document.

12.3 Experimental setting vs. Scenarios
In order to design the experiments of this study protocol we uncoupled the three scenarios
(ADOPT, ALTERNATIVE and ABSTAIN), following the requirements of the H2020 call and
from our defined experimental settings.
As experimental settings we introduce the namely SCTONLY, UMLS and LOCAL. This
uncoupling has been defined for Manual annotation (task 2.3) and automated annotation
(task 2.4) . The annotation of structured information (task 2.5) uses only two experimental
settings: one with SNOMED CT only and the other with a set of four alternative
terminologies.
There are several rationales for this decision:
 The ADOPT scenario analyses the case in which SNOMED CT is adopted on an EUwide level, but certainly not as the only terminology that substitutes the existing ones.
In contrast, the setting SCTONLY, for the sake of experimental clarity, analyses the
situation in which SNOMED CT is the only terminology available. This scenario is
limited to the existing translations of SNOMED CT (English, French, Dutch and
Swedish).
 The decoupling of the scenario ALTERNATIVE from UMLS is due to the fact that also
the use of the UMLS Metathesaurus is an artificial scenario, because this
heterogeneous terminology collection alone would not qualify as an alternative due to
already known reasons of maintenance and licensing issues. On the other hand, the
UMLS Metathesaurus is known to exhibit large gaps as it misses important nonEnglish terminology systems in several languages. These systems such as such as
ICD-10, ICPC, ATC, MedDRA are maintained in the languages under scrutiny in
ASSESS CT.
 The extension of the UMLS Metathesaurus by this non-English content, the resulting
resource, named "UMLS derivate", addresses also the ABSTAIN scenario, because
many of these sources are already in use across Europe and would not require any
action by the EU.
 The LOCAL scenario will be limited to one language use case. We have chosen
German, which exhibits a good in which only parts of which are interoperable. It looks
at a situation where a language group is well served by a series of terminologies,
where the project will assess how well interoperability scenarios without SNOMED CT
and restricted to one language can already be addressed.
 For task 2.5 and the alternative setting the source terminologies were directly applied.
Using UMLS as a source would hide aspects of the source terminologies such as
hierarchical position, synonyms, which should influence selection of codes for
terminology binding.
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Figure 28: Experimental settings for WP2 addressing the global ASEESS-CT scenarios

12.4 Terminologies
The terminologies for the settings SCTONLY, UMLS and LOCAL will cover the whole scope
of terminologies, such as Findings, Procedures, Drugs, Results of clinical and lab
measurements, including related qualifiers, organisms and anatomy, substances, devices,
and body structure. However, the coding guidelines set the scope to clinical terms proper,
excluding content like geographic entities, professions and other roles, religions, family
relation, and excludes terminological content that incorporates epistemic and temporal
contexts (known…, family history of…, possible…)

12.4.1 SCT_ONLY
The coverage of SNOMED CT varies between languages. IHTSDO releases SNOMED CT in
English and Spanish, with one Fully Specified Name (FSN), one Preferred Term (PT) and
several synonyms per SNOMED CT concept. The Danish version is limited to faithful
translations of FSNs only. The Swedish version also provides one term per concept, but
different from Danish, the translation took existing clinical terms into consideration. There
exist a substantial annotation of a selected SNOMED CT subset (n=80.000) with Dutch
(Belgium, Netherlands) and French (Belgium, Canada) terms, however not officially released.
An outdated German translation (2004) exists, but has never been released.

12.4.2 UMLS_EXT: Subset of UMLS extended with localised
versions of international medical terminologies.
As a source of language independent, representational units (CUIs), the UMLS
Metathesaurus is the best and most comprehensive source for constructing an alternative to
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SNOMED CT that may compete with it in terms of coverage. It is maintained by the U.S.
National Library of Medicine by merging content from a more than 150 biomedical
terminology systems in several languages. It is therefore not a terminology on its own,
therefore licences have to be considered for each source when used in practice20. More than
one million unique CUIs align content from different terminologies. The “Semantic Network”
of UMLS provides a system of high-level categories and relations between them. There exist
135 semantic types like diseases, procedures, medication, anatomy, event, etc. Semantic
types may overlap, i.e. one CUI can belong to more than one type.
Besides of its complete set of terminologies, the UMLS publishes a subset of "active
sources", which was the basis of the selection of a subset of the terminologies for the
purpose of the UMLS scenario. In particular, these criteria were:
1. Restriction to sources that are currently being maintained (UMLS Active Release).
2. Removal of those terminologies that are not used in Europe, mainly those that are
focused only on U.S. use cases (billing, reporting).
3. Relevant for the ASSESS CT use cases, those terminologies that are relevant to our
use cases (e.g. not related to nursing, dentistry or veterinary).
4. Removal of SNOMED CT parts and also of those terminologies closely related to
SNOMED CT.
By the reasons explained above, the subset of UMLS terminologies has been extended by
localised version of international terminologies, although they are not officially part of the
UMLS. Because terminology codes are mapped to common CUIs, and most codes are
shared between the different translations of the international terminologies, we have
integrated localised versions of the terminologies in the languages relevant to our
experiments, by binding their content to already existing CUIs, via their shared, proprietary
codes. In particular, we have selected:
 German ATC, ICD-10
 French: ATC, ICD-10, LOINC, ICF, ICPC
 Dutch: ATC, ICD-9CM, ICD-10, ICPC
 Finnish: ATC, ICD-10 + ICD-O, ICF, FinLOINC, ICPC
 Swedish: ATC, ICD10, ICF
 English: Since UMLS require at least one English term is assigned to each concept
code in order to be integrated into UMLS, we do not need to include any English
version of the international terminologies.

12.4.3 LOCAL terminologies
The LOCAL setting covers, in our experiments, only the terminologies locally in use for
German. Local terminologies include those international ones translated or adapted for a
country or language group. If countries limit themselves to use their own terminologies only,
semantic interoperability is limited to already existing translations or mappings.
The selected German terminologies are:
 Findings: ICD10 + ICD-O
 Procedures: OPS
 Lab values: LOINC
 Drugs: ATC-DIMI + ABDAMED
 Organisms: MeSH (D001419 Bacteria; D014780 Viruses; D005658 Fungi)
 Anatomy: MeSH Anatomy
Drug related terms which are covered by ATC and ABDAMED should be mapped to the ATC
code.

20

Licensing information http://www.nlm.nih.gov/databases/umls.html
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12.4.4 Task 2.5 terminologies
For Task 2.5 terminologies, there are two experimental settings: a SNOMED CT-only setting
and an alternative terminologies setting corresponding to two arms of the study. The results
of the two settings are compared with regard to the study end points. This study thus relates
to, and aims to provide evidence for or against, the ASSESS CT scenarios ADOPT,
ALTERNATIVE, and ABSTAIN without directly representing these scenarios.
In order to reduce the number of elements to bind, for all but very small value sets a
randomly selected subset of the original value set is included in each case. As many value
sets are very large, the project does not have the resources to have annotators construct
such value sets as part of the study. Also, having highly varying sizes of value sets could
introduce bias towards certain application domains. For example, having a relatively large
drug value set would make the overall result geared towards the drugs domain.

SNOMED CT-only experimental setting (SCT)
The rationale for the SCT terminology setting is to assess to what extent SNOMED CT alone
can provide for the terminology needs for the information model cases. This is not a realistic
setting in that we expect to see SNOMED CT used as the only terminology but allows a
refined study of characteristics and behaviour of this particular terminology.
The release of SNOMED CT used is the one provided by the IHTSDO SNOMED CT browser
(http://browser.ihtsdotools.org/), the July 2015 release at the time of the study. All parts of
SNOMED CT are included in the study and it is assumed that participants of the study will
have sufficient knowledge of SNOMED CT to be able to select concepts for binding which
are not clearly wrong.

Alternative terminologies experimental setting (ALT)
The rationale of the ALT terminology setting is to assess to what extent other terminologies
than SNOMED CT can provide for the terminology needs exemplified by the information
model cases. As the UMLS browsers available do not show the original terminology context
for the ALT terminologies, a set of four terminologies were selected and specific browsers for
each is used. The ALT terminologies are ICD 10, ATC, LOINC, and MeSH.
The former three terminologies, ICD 10, ATC, and LOINC, can be expected to be found in
deployed healthcare information systems managing patient data. The fourth terminology,
MeSH, is unlikely to be used directly in healthcare information systems beyond biomedical
library systems, but is added as a catch-all compromise to reduce the total number of
terminologies in the ALT terminology setting.

12.5 Data sampling
Medical narratives and structured data templates with value sets are used as samples for the
tasks 2.3 and 2.5, respectively. Narratives represent the most common way of
communication in health care. Using them as sources for our experiments sets the focus on
clinical jargon, with a tendency towards compact terms, which manifests itself by many
ambiguous short forms and elliptic expressions. Structured data acquisition instruments
include general summaries, specific summaries, prescriptions, disease registries, which
exhibit a controlled language, both in their value sets and structuring elements.

12.5.1 Sampling for T2.3 – Clinical narratives
We targeted a parallel corpus for six languages (Dutch, English, French, Finnish, German,
Swedish), which should be as representative as possible for clinical disciplines (exception:
nursing, dentistry). The corpus was created bearing in mind diversity in terms of medical
disciplines and sections in a medical document. The size of the corpus was limited by the
resources available for professional translation. This resulted in 10 samples of between 400
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to 700 characters length (including whitespaces) for each of the six languages. Samples
were taken from anonymised texts provided by the project partners. Each text had been used
in earlier projects or was collected from Web-based or other publications. All texts were
translated to the other languages by professional translators, this yielding a parallel corpus of
60 text samples. Translation was done according to a translation guideline, which aimed at
yielding authentic translations, maintaining as much as possible the features of the source
text.
See appendix for a detailed view of languages and disciplines.
The access to terminologies in all scenarios is provided via the Averbis terminology browser,
adapted to the needs of ASSESS CT regarding the task 2.1.
For the annotation elements, for each language, two domain experts are selected. After a
training phase in which semantic annotation is performed using similar texts as in the
experiments, the annotators are acquainted with the tools and the methodology.

12.5.2 Sampling for T2.4 – Annotated clinical narratives
The corpus of 60 text samples as defined in the previous section is the basis of the
comparison of automated and manual annotations. For each language there exists one set of
annotated text samples for all terminology settings appropriate for this language:
 English: SCTONLY, UMLS
 Dutch: SCTONLY, UMLS
 French: SCTONLY, UMLS
 Swedish: SCTONLY, UMLS
 Finnish: UMLS
 German: UMLS, LOCAL
NLP-based information extraction systems are used to automatically identify terminology
codes from the defined terminologies for the same 60 text samples for all three settings
appropriate for each language.

12.5.3 Sampling for T2.5 – Structured data
The aim of the structured data study is to assess the fitness for purpose of terminologies for
representing structured data given the SCT and ALT experimental settings. There are many
aspects of fitness for purpose which could be assessed but this study will focus on aspects
which have not already been thoroughly studied, including cross-border, cross-language, and
cross-health-system reliability. Degree of coverage of terminologies will not be a focus, as it
is already reasonably well known, e.g. already in [Chute et al. 1996], and as the comparison
between terminologies is complicated by different extensibility possibilities. However,
coverage of terminologies will be easily attainable from study data.
Aspects of cross-border reliability, including country, language and health system borders,
will be studied through comparison of binding performed by annotators from different
countries, with different primary language and active in different health systems. The
comparison will be both quantitative and qualitative.
The material used in this study will be extracts from existing structured health information
templates. The extracts will contain elements with coded values. The number of items to
extract is still to be determined. Samples of structured information models for this study is
selected using the following inclusion criteria (not all criteria need to be fulfilled for all
extracts):
 Information models should be in routine use in healthcare
 Information models should at least cover information provided by health workers of
different professions as well as patients and next-of-kin,
 Information models should cover both primary and secondary (e.g. health registries)
information use cases,
 Information models should cover a range of health specialties,
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Information models should cover both “hard” and “soft” use cases, e.g. laboratory
medicine vs. anamnesis,
 Information models should cover different levels of granularity, i.e. from holistic to
sub-specialised use cases,
 Information model should cover both common and rare cases,
 In case of country/region specific information models, the models should be sourced
from a variety of member states,
 Information model should cover different technical aspects of binding such as binding
to attributes as well as values
In addition, there are exclusion criteria:
 Information models which are specifically constructed based on what exists in one
terminology,
 Information model elements with very complex context dependencies should be
avoided. If the information model cases are not sufficiently clear the test results will
depend (too much) on the individual annotator’s understanding of the model rather
than intrinsic properties of the terminology,
 Very “bad” information models, e.g. time intervals in concept names or other very
complex statements lumped together in one code. E.g. “Previous encounters related
to heart failure = Yes, more than 30 days ago”
The following sources of structured information models have been identified:
 The SemanticHealthNet Heart Failure Summary Smoking status and Heart failure
symptoms (EU)
 The epSOS patient summary Allergy kinds (EU)
 Trauma registry observables (DE)
 Medications from a Heart failure registry (SE)
 COPD PROMs (SE)
 Allergens from Intermountain Healthcare (US)
 Biological relations for patient transfer data, based on HL7 RoleCode value set (NL)
 Spirometry observables from a COPD examination program (DK)
 Headache location (anatomy) from a structured data entry form (US)
 Disease under surveillance from the ECDC (EU)
To avoid bias towards any specific terminology, cases were selected which were not already
bound or mapped to any specific terminology, or where the terminology did not influence the
set of elements in the information model.
The cases in the study will contain data elements from the sources above. Each case will
include the data element plus any description of context sufficient to make a safe
interpretation of the data element. E.g. section headers influencing the meaning of the data
element must be included; the interpretation of a data element under the heading “History”
will be different from a data element under the heading “Current problems”.
There are three different types of cases which include different elements for binding:
 Some cases consist of an information model attribute and a corresponding coded
value set. Example: Smoking status
 Some cases only contain a coded value set and no information model attribute.
Example: Heart failure registry medications
 Other cases contain only a set of information model attributes. Example: Emergency
room protocol
An example of a case is “Smoking status” from the SemanticHealthNet heart failure summary
(see Figure 29). Here, “Smoking Status” is a coded element constrained to four codes in the
value set “Current Smoker”, “Quitting”, “Ex-smoker”, and “Never Smoked”. Both the left hand
side (“Smoking Status”) and the right hand side (the value set) is target for binding.
Additionally, and if possible, a code for the meaning of the entire value set should be
provided.
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Figure 29 Smoking status in the SemanticHealthNet heart failure summary

12.6 Methods
12.6.1 Methods T2.3
Semantic Annotation
See annotation guideline document.
Sixty different sample samples (10 original ones and 50 translated ones) for each language
will be annotated in the scenarios ‘ADOPT’ (SCTONLY) and ‘ALTERNATIVE’ (UMLS). The
German samples will be annotated in the ‘ALTERNATIVE’ (UMLS) and the ‘ABSTAIN’
scenario (LOCAL).
We define by semantic annotation a human or machine activity that:
 Analyses sequentially content of clinical documentation, such as unstructured or
semi-structured text or structured information models and their values as long as they
are not bound to terminology codes. This includes the definition of chunks, i.e. noun
phrases that roughly correspond to medical terms. Chunking is done individually by
each annotator for each language.
 Identifies terms and related concepts within a terminology system that optimally
represents the meaning in the source. Annotation is done language-specific. This
means that all annotators only see the terminological entries for their language in all
scenarios.
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Identifies all context markers that modify the meaning of the coded content in terms of
time, diagnostic certainty, negation etc. In our experiments, these context markers
are disregarded.

Expert “human annotators” have a medical background that allows them to understand the
content they have to annotate. They need to be trained in annotation guidelines (see
attachment ‘AnnotationGuidelines.docx’) and exercise annotation tasks with feedback by the
ASSESS CT team before starting the annotation tasks.
For annotation, the following notions will be introduced:












Term: language specific label for a concept in a terminology. Full specified names,
preferred terms, synonyms, entry terms, …
Value: variable element in a clinical information model.
Concept: entity of language-independent meaning in a terminology system. The
meaning should be given by the fully specified name, its preferred terms, or a textual
or formal definition. Annotators should be aware of the exact meaning of each term in
a concept.
Annotation group: two or more (unordered) concepts that jointly represent or
approximate the meaning of a term.
Post-coordination: an expression of two or more (ordered) concepts that correspond
to a pre-existing compositional grammar like in SNOMED CT.
Code: a code is an alphanumeric identifier that uniquely identities a concept.
Token: tokens are single words, but also numeric expressions and punctuation signs.
A token is obtained by splitting the words in a text using white spaces and
punctuation signs. However, when numbers are followed or preceded by
punctuations signs, these characters will belong to the same token.
Chunk: A chunk is a text fragment, i.e. a sequence of one or more tokens that
correspond to a clinical concept. The delineation of a chunk depends on the
judgement of each annotator.
The quality of Coverage has been inspired by the ISO TR 12300 Rating scale. We
distinguish between Term coverage and Concept coverage.

The Averbis Term Browser tool will be used to retrieve the terms and concepts related to the
text samples. Averbis will provide different user accounts for the different experimental
settings. There will be one account for each language for SCTONLY experiments (English,
Swedish, French and Dutch); another account for UMLS experiments for each of the six
selected languages (English, French, German, Swedish, Dutch and Finnish); and then one
account for LOCAL experiment for German. Therefore, there will be 11 different user
accounts (See Figure 28).
Tokens that will be ignored in the semantic annotation exercise:
 (un)Certainty, e.g. "suspected heart failure", annotate just "heart failure". The reason
is that the expression of the context is not primarily a terminology issue
 Negation, plan, other modifiers: ignore negation
 Temporal modifiers "old MI": ignore modifier
 Subject relationship modifiers "history of MI"
 Numbers, units of measurement, unless they form part of a concept
 Proper names (persons, places, institutions)
 Verbs and verb phrases unless they convey a domain-specific meaning (“the patient
collapsed”)
In the diverse terminologies, the following kind of concepts has to be ignored:

commercial in confidence

Page 102 of 128

ASSESS CT – D2.3





Residuals, e.g. "Arterial hypertension NEC", "Tuberculosis, unspecified", "other
complications of unspecified head injuries". These concepts belong to classifications,
which address a use case different from semantic annotation
Numerals, e.g. "eight"
In general, content that includes context has to be ignored. SNOMED CT context
(“situation”...) should not be used.

Coverage score
Coverage scores are given for every annotated token. If a code covers more than
one token, then it is indicated in each token and its corresponding coverage score.
Concept coverage is annotated with:
Rating
Meaning
1- Full cov Full coverage: The meaning of the text fragment fully corresponds to the
concept.
E.g. The term “high blood pressure” is fully covered by “Hypertensive
disorder” (SNOMED CT [38341003]).
2- Inferred Inferred coverage: The text fragment is elliptic or ambiguous, but its
cov
intended meaning fully corresponds to the concept. E.g. the use of the term
hypertension could to refer to “Renal arterial hypertension” (SNOMED CT
[39018007]) or “Pulmonary arterial hypertension” (SNOMED CT [11399002]).
3- Partial
Partial coverage: The meaning of the text fragment comes close to the
cov
meaning of the concept. E.g. “Third rib fracture” is more specific than the
concept in the terminology “Fracture of one rib” (SNOMED CT [20274005]).
This concept could be fully covered in our experiments by defining a set of
concept to represent its meaning.
4- None
No coverage: There is not any concept that comes close to the meaning of
the text fragment.
5- Out of The meaning of the text is not in any of the categories selected for this study.
scope /
EMPTY

Term coverage
Term coverage is annotated with Yes/No values for each token in an annotated chunk. If the
token occurs in the term of the terminology literally or with minor variants (inflection, word
order, typing error), then it is considered a full match and is annotated with YES. Any other
situation is NO. There will be no distinctions between preferred terms or synonyms. If a
terminology term contains both an acronym and a full form, then it counts as term match also
for the occurrence of the acronym in the text, e.g. “MI – Myocardial infarction”.

Inter-rater agreement
For assessing inter-annotator agreement, one third of all samples are annotated twice. This
means that one expert will annotate 60 samples and 20 samples will be annotated by both
annotators.
The chunks are compared for the calculation of the reliability:
 ‘exact’ This includes two expressions which are equivalent based on the ontology (eg.
Fully defined pre-coordinated expressions of SNOMED CT)
 ‘partial’ The coding of the source concept is related and clinically relevant but not
exact
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‘no’ The similarity between the two codes is clinically not relevant

The percentage of agreement between the two annotators will be used to evaluate the
reliability of the language dependent concept and term coverage of each setting.

12.6.2 Methods T2.4
Export of annotated concept codes
The textual information and the manually annotated codes in the different samples in the
different languages are exported, representing the gold standard for the evaluation. Here, the
concept coverage scores and the term coverage are not considered.

Automated Annotation
NLP based information extraction is used to identify automatically terminology codes from
the terminologies defined within the three different settings.
The used text mining pipeline consists of a number of components. As a first step the
sentence detection component identifies sentences in the text samples. Due to the ambiguity
of punctuation marks this is a non-trivial task.
As a second step the tokenizer component creates tokens from the text samples. Tokens do
not only describe single words but also punctuation marks such as periods and commas.
The next step, stemming, reduces each token to its word stem. e.g. “mobiles” and “mobility”
is reduced to the stem “mobil”. Reducing the number of inflections by mapping terms to their
stem improves the concept mapping process. The stemmer is rule based and is available for
all languages considered.
Alternatively, a more sophisticated approach based on decompounding is used. Relevant
sections of a sentence – parts of words, whole words or phrases – are identified using a
parser in combination with a special type of dictionary containing sub-words, i.e.,
semantically minimal, morpheme-style units. For example, German and Swedish are
agglutinating languages, characterised by complex forms of composition, derivation and
inflection. This makes morphological analysis an useful subtask for processing text.
The Concept Mapper, at the end of the annotation pipeline, maps the resulting stems /
segments to the concepts in the terminology appropriate for the single setting and language.
The resulting concept annotations are exported into a copy of the original excel sheets.

Evaluation pipeline
The codes found by the manual annotation and by the test mining pipeline are compared by
the evaluation pipeline on token level. For each language and each terminology setting the
recall, precision and F-score are computed.
The evaluation can be performed for both pre-processing alternatives, stemming and
segmenting.

12.6.3 Methods Task 2.5
For each case, binding shall, if possible, be done by the semantic annotator. Using the same
scale as in task 2.3, “Full coverage”, “Inferred coverage”, “Partial coverage”, and “No
coverage”, the annotator assesses the quality of the binding. The annotator is to select the
best fitting code in all cases, first aiming at full coverage. If the information model part is
deemed ambiguous, the most plausible interpretation is applied. The scale for rating concept
coverage from Task 2.3 is used.
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Study protocol
Each annotator uses the tools provided to bind the information model cases to terminologies
in the two terminology settings SNOMED CT only (SCT) and Alternative (ALT). A participantspecific link to the study terminology binding entry tool (see Figure 2) will be sent out to all
participants via email.
For the SCT setting the IHTSDO Browser (http://browser.ihtsdotools.org/) is used. A
SNOMED CT code, possibly with a description following a vertical bar (|) is added in the
Binding form.
For the ALT setting different browsers are used for different terminologies. Links to these
browsers are provided in the terminology binding entry tool.
For the ALT setting ICD 10, ATC, LOINC, and MeSH will be used. The former three
terminologies are considered non-overlapping. By reference to the UMLS semantic types,
ICD 10 is used for Disorders and Findings, ATC for Drugs, LOINC for Diagnostic or
Laboratory Procedures, and MeSH for anything not fitting the other UMLS semantic types.
There is also an order of priority between terminologies. First, ICD 10, ATC, and LOINC is
searched for codes. If no codes are found, then MeSH may be used. This is to reflect that the
former three terminologies are more likely to be used in healthcare information systems
managing patient data compared to MeSH, which would typically be found in library
information systems.
If a LOINC code is used for binding the information model attribute in the ALT setting LOINC
answer codes may be used for Findings if those codes are better fitting than ICD 10 codes.
For example, for the LOINC code “57718-9 Sample quality of Dried blood spot” LOINC
provides the answer codes “Acceptable”, “No sample received”, “Specimen quantity
insufficient for testing”, etc.
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Figure 30 The terminology binding entry tool

If more than one suitable concept is found, then the annotator selects the best fitting one
using the priority rules specified above. If there still is some doubt, a comment might be
added.
If more than one code is needed, the annotator may select more than one code, separated
with semicolon ( ; ). It is later determined if there is a plausible syntactically and semantically
correct post-coordinated form. Groups must have a reasonable interpretation, i.e. in the case
if SCT, they must somehow conform to the concept model, and for ICD 10, they must follow
dagger-asterisk rules. No other groups are considered as other uses are not sanctioned by
the developers of the terminologies.
The cases containing an information model attribute and a value set also contains an
element corresponding to the overall meaning of the value set. This is to be used if there in
the terminology is a code which subsumes all codes in the value set. For example, for the
allergic reaction type value set the overall meaning would correspond to a concept which
would subsume all kinds of allergic reaction. If there is no such concept, no code should be
provided and the assessment “4 No coverage” should be made.

12.7 End points
12.7.1 End points task 2.3
For SCTONLY and UMLS settings we assume English annotations to be the most
comprehensive ones, therefore the annotations by the two annotators will be additionally
checked by a third independent terminologist or by discussion and consensus between both
annotators, thus constituting a gold standard.
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Annotation experiments
See annotation guideline document. For the subsequent protocol description, it is important
to outline the outcome of each annotation:
 A list constituted by single concept ID and grouped IDs. Grouping is coupled of the
notion of chunk. A chunk is generally a noun phrase that is considered a more or less
complex conceptual unit by the annotator. Therefore, groupings represent
compositional meaning. This implies, however, that different annotators may split the
same text into different chunks. We introduce the notion of grouping in contrast to
pre-coordination, which requires formal equivalence statements.
 Each code (within or outside a group) has two attributes, which are mandatory:
o Concept coverage (cc) with the values {Full, Inf(erred), Part(ial), No}. "Out of
scope" entries are ignored.
o Term coverage (tc) with the values {Yes,No}
Example: The following graph describes a typical output list
SebCyst Full No
RadPain Part No
1
No No
Remov Full Yes
SebCyst Inf Yes
SkinBack Full No
2

No

No

SebCyst Full Yes
Infect
Inf No

Coverage
General notions
Coverage measures the degree in which a terminology provides the resources to represent
domain content. Term coverage looks at the (quasi) coincidence between terminology entries
and words or phrases in texts. Term coverage is therefore language independent.
Concept coverage abstracts from the language surface and looks at how the meaning behind
words or phrases is represented by representational units in a terminology. Concept
coverage in the described experiments is language dependent insofar as we only consider
those concepts for a coding experiment in language L for which concept labels in this
language exist. Cross-language Annotation scenarios are not tested in ASSESS CT.
Concept coverage (CC) and term coverage (TC) can be computed at several levels, using
different notions of concept coverage (strict, loose) as well as different aggregations and
stratifications. In all cases, endpoint values are frequencies in the interval [0; 1], with 95%
confidence intervals (CI). All coverage computations are based on a mathematical set
derived from the output vector by ignoring groupings, term coverage scores for CC, concept
coverage scores for TC, without duplicates, e.g. the following example with the concepts
SebCyst = Sebaceous Cyst, RadPain = Radiating Pain, Remov = Removal, SkinBack = Skin
structure of Bac, Infect = Infection
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SebCyst Full No
RadPain Part No
1
No No
Remov
Full
Yes
SebCyst Inf Yes
SkinBack Full No
2

 CC = {1 No; 2 No; SebCyst Full; SebCyst Inf; RadPain Part;
Remov Full; Infect Inf; SkinBack Full }
 TC = {1 No; 2 No; SebCyst No; SebCyst Yes; RadPain No;
Remov Yes; Infect No; SkinBack No }

No No

SebCyst Full Yes
Infect
Inf No
The example shows that SebCyst appears three times in the vector, but only twice in either
CC and TC set. Accordingly, CC would result in 6 / 8 = 0.75 for loose coverage (counting
considering, inferred and partial), and 5 / 8 = 0.625 for strict coverage (only considering full
and inferred).
Concept coverage, language independent, as Gold standard (CC_Gold).
CC_Gold measures to what extent a terminology setting is able to represent the meaning of
a piece of clinical content in the best case. Given that this best case is English in both
scenarios as there are English terms for each concept, we can equate English coverage with
language-independent coverage. Language-independent CC is only applicable to the
scenarios SCT_ONLY and UML_EXT. It is computed according to the rules introduced
above. As a source, we will use the English gold standard created by consensus between at
least three annotators. In particular we distinguish:
 CC_GoldSTRICT: The proportion of the value "full" or "inferred" of all annotations
represents the strict coverage. The distinction between full and inferred is irrelevant
as this characterises features of the text (e.g. ellipses, anaphora) but not of the
terminology.
 CC_GoldLOOSE: The proportion of the value "full", "inferred", or "partial" of all
annotations. This is a more "tolerant" measurement of coverage as it also considers
close matches.
Concept coverage, language-dependent (CC_Language)
CC_Language measures to what extent a terminology setting prepared for a given language
is able to represent the meaning of a piece of clinical content in that language. It is
distinguished between full, inferred, partial and no conceptual coverage. Conceptual
coverage is generally lower than for the gold standard, because all concepts for which there
is no term in the respective language are not available. The following parameters are
calculated, according to the rules introduced above:
 CC_[Language]STRICT: The proportion of the value "full" or "inferred" of all annotations
represents the strict coverage. Again, the distinction between full and inferred is
irrelevant.
 CC_[Language]LOOSE: The proportion of the value "full", "inferred", or "partial" of all
annotations. This parameter represents a less strict notion of concept matches.
Proportion of grouped concepts (GR)
GR_[Language]; GR_[Gold]: The proportion of the concepts that are in a group related to all
concepts. This value is a measure of the degree of coverage by complex (pre-coordinated)
concepts. The lower, the better the coverage by complex concepts.
In the above example GR would amount to 5 / 7 = 0.714 . Of course, empty annotations ()
are not counted
Term coverage, language-dependent (TC_[Language]).
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TC distinguishes to what extent the terminology provides the terms as literally occur in the
source. There is no intermediate value between coverage and no coverage. Morphological
variations, spelling variations, as well as misspellings that do not affect the comprehensibility
of the word / term are within the range of tolerance for term coverage. Full specified names,
preferred terms, synonyms, or entry terms associated to the same concept are considered
equivalent for this metric although the meaning of the terms are different.
The following parameter is calculated for each language:
 TC_[Language]: The proportion of the value "yes" of all annotations. No distinction is
made whether a concept stands alone or is part of a group.
Aggregation of coverage values.
For all coverage parameters, the aggregation per language or per scenario is done by
computing the arithmetic mean of the coverage value for a document. Each document is
weighted equally. This means that for those documents that have been annotated more than
once, first a local arithmetic mean is calculated

Inter-rater agreement
General notions
Reliability has several aspects. We limit our study in inter-annotator reliability. This is taken
as an indicator for "fitness for use", or quality of a terminology scenario, according to the
following argument: If the same clinical content is annotated by two different people using the
same terminology and end up with very similar coding results, then the terminology has
proven its fitness to support a high precision / high recall retrieval scenario. If this works also
across languages, then it can be seen as supporting interoperability across languages, which
in one of the major desiderata for investing in healthcare terminologies at a European level.
The main data source for computing reliability is, for each language, the 20 document
samples that were annotated twice. They were selected by random and are the same across
all languages.
In task 2.3 codes are assigned to chunks. However, chunks are assigned to a sequence of
tokens by the annotators individually and it can be assumed that there will not be total
agreement in the assigning of chunks to the sequence of tokens. Thus, the chunks will be
different between annotators and there will not always be comparable pairs on which to base
inter-rater agreement measurement. Agreement will then have to be calculated on some
aggregated level, i.e. either the sentence level or the whole-sample level. If the same code is
used by two annotators but for different or disjoint chunks then there will be false positive
agreement. The risk of this kind of false positives can be minimized by opting for the
sentence level of agreement calculation.
As the sets of terminologies for the UMLS experimental setting is different between
languages, calculating agreement directly cross languages is problematic. A lower coverage
in one language as compared to another language might lead to relatively high agreement as
there are less codes to choose from. Calculating agreement within languages would account
for varying sizes of terminology sets. The resulting agreement measures could then be
compared across languages and between experimental settings using a non-parametric test
such as Wilcoxon’s rank sum test (Mann-Whitney U test). However, as the number of cases
(languages and experimental settings) are few, the test might not be sensitive to existing
differences.
Reliability can also be computed between sets of annotation from two languages. The input
for the reliability computation is the annotation output as exemplified in the section on
annotation experiments.
In the following reliability is computed between the annotations of samples. Term coverage
ratings are ignored, groupings are considered one concept, regardless of order. Non-covered
terms are
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V1 =

RadPain Part No
SebCyst Full No
1
No No
Remov Full Yes
SebCyst Inf Yes
SkinBack Full No
2 No No
SebCyst Full Yes
Infect Inf No

S1 = {SebCyst,
Gr1, Gr2}

V2 =

SebCyst Full No
RadPain Full No
1

No No

SebCyst Inf No
Remov Full Yes
SkinBack Part Yes
RadPain Part No
Infect
Full No
InfSC
Full No
2 No No

RadPain, S1 = {RadPain ,InfSC ,
Infect, Gr1, Gr3}

with Gr1= {Remov, SebCyst, Grp},
RadPain}

Gr2= {SebCyst, Infect },

and

Gr3= {SebCyst,

Metrics
For the use of common inter-rater reliability measures like Cohen's Kappa or Krippendorff's
Alpha, the complicating factor is that there is no concordance regarding the units to be
coded, because each annotator delineates the text chunks independently.
Several coefficients are discussed
 Jaccard set similarity21: the size of the intersection divided by the size of the union of
the sample sets. In our example:
Union(S1, S2) = #{SebCyst, RadPain, Infect, InfSC, Gr1, Gr2, Gr3} = 7
Intersection(S1, S2) = #{ RadPain, Gr1} = 2
Jaccard
(S1, S2) = 0.29
 Dice similarity (F1 score): harmonic mean between precision and recall:
Precision(S1,S2) = 2 / 4 = 0.5
Recall(S1,S2) = 2 / 5 = 0.4
Dice(S1, S2) = 2 / (0.5-1 + 0.4-1) = 0.44
 A ratio-scale Krippendorff's Alpha may be calculated as follows: For each sentence,
calculate the distance between the sets of codes annotated by calculating the
percentage agreement for each sentence. This distance is used in calculation of ratio
scale Krippendorff’s alpha for the set of all sentences annotated by two annotators,
for details see Krippendorff 2004 (Section 11.3.4) and Gwet 2014 (Chapter 3).
Inter-rater agreement within the same language (IRA_[Language])
Both annotators use the same terminology and the same underlying text. The global
IRA_[Language] value is the arithmetic mean of all document specific IRA_[Language]
values, for 20 documents per language and scenario.
Inter-rater agreement between different languages (IRA_[Language1; Language2])
The annotation of each document d1i in language 1, agreement is measured with each
document d2i in language 2. For those documents d1j that have two annotations, aA(d1j) and
aB(d1j) all combinations are computed, e.g. Agr(aA(d1j), aC(d2j)) , Agr(aA(d1j), aD(d2j)) ,
Agr(aB(d1j), aC(d2j)) , Agr(aB(d1j), aD(d2j)) .

21

Same as percentage agreement in this context
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Due to different concept coverage values of the different languages, values < 1 are probable
even with optimal annotation quality. Possibility: to adjust agreement values by known
coverage ratio between language 1 and language 2.
Agreement with gold standard (IRA_[Language1; Gold])
The difference to the previous measurement is the use of the Gold standard as second
language.
Assessing annotator quality against gold standard
The most relevant confounder in this study is probably the heterogeneity of the annotators.
This can be assessed by measuring the annotator quality, i.e. the average agreement with
the gold standard for each annotator.
Semantics adjusted Inter-rater agreement (IRASEM_[Language1; Language2])
This modification is limited to those cases where semantic equivalence can be computed
between a group of codes and single codes. Among the ASSESS CT scenarios, only
SNOMED CT offers this possibility due to its compositional grammar and description logics
semantics.
However, mere concept groupings do not define a new compositional concept. Nevertheless,
one can try to guess equivalences by exploiting the semantic types of the input concepts on
the one hand, and frequent compositional patterns in SNOMED CT on the other hand.
For instance, a frequent pattern is
(Finding site [Body Structure] – Associated morphology [morphologic abnormality])
An example for this pattern is the combination of the body structure "Bone structure of
mandible" with the morphology "Fracture", which is equivalent to "Fracture of mandible".
Assuming that this applies to Gr2 (IDk and IDo), from which we can infer the equivalent
concept IDr (and therefore substitute Gr2 by IDr , the sets now look as follows:
S1' = {IDk, IDl, IDo ,Gr1}
S2' = {IDl ,IDr , IDo ,Gr1, Gr3}
The Jaccard index would then become 0.5, and the Dice index 0.67

12.7.2 End points task 2.4
This task provides an assessment of the usefulness of the terminologies for an automated
semantic annotation of unstructured data using NLP technologies. The codes found by the
automated concept annotation are compared to the annotations provided manually by
domain experts. The terms true positives (TP), true negatives (TN), false positives (FP), and
false negatives (FN) compare the results of the automated annotations with manual
annotations which represents here the gold standard. The following parameters are
computed:
Recall =
Precision =

F1-Score =

12.7.3 End points task 2.5
Binding of both, left-hand side (semantic annotation of nodes of the structure) and right-hand
side (constraining of allowed values of coded elements).
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Coverage
Coverage means, for a given terminology or classification, the fraction of information model
parts for which there is either (1) Full coverage, (2) Full or Inferred coverage, or (3) Full,
Inferred, or Partial coverage of the total number of information model parts in the study. The
maximum coverage is 100 % when each part of the information model can be mapped to at
least one term/class of the terminology.
For groupings, a manual review is performed prior to coverage calculation to identify if the
groups correspond to legal expressions.
 For SNOMED CT expressions must conform to the SNOMED CT Concept Model
 For ICD 10 expressions must conform to the dagger-asterisk rules
 Other groups are not allowed as there is no agreed interpretation
Groups not fulfilling these requirements will be considered as “4 No coverage”.

Inter-annotator agreement
By comparing the binding results of multiple annotators, the agreement between annotators
can be determined. The rationale for measuring inter-rater agreement is to be able to
compare coding done by annotators in different countries, with different main language, and
with experiences from different health systems. There are a number of frequently used interrater agreement measures which may be used in this study, including Krippendorff’s Alpha,
and Gwet’s AC1 [Gwet 2012]. Cohen’s Kappa is not suitable as it is limited to comparison of
two annotators. When measuring inter-rater agreement with tree- or lattice-structured coding
systems, a weighted agreement measure may be applied and preferred.
In this study, Krippendorff’s alpha will be measured for the actual codes annotated, the
choice of terminology, and the coverage assessment.
For code groupings, a manual review is performed prior to agreement calculation to identify
existing pre-coordinated content for either the whole group or any part of the group. If such a
code exists, the grouping is replaced with the pre-coordinated code. E.g. “Fracture”; ”Left”;
”Arm” → “Fracture”; ”Left arm”. Then groups are syntactically normalized by sorting and
removing whitespace.

Sample size estimation
A number of ways of determining sample size have been suggested in the literature,
including Krippendorff [Krippendorff 2004] and Gwet [Gwet2013, Gwet 2014].
There are not so many previous studies of Snomed CT coding agreement. Studies which
report percentage agreement report varying agreement from 33 % to 94 % e.g.
[Andrews2007, Chiang 2006, Elkin2005, Fung2005, Rosenbloom2009, Elkin2010,
Sampalli2010, Park2011, Kim2014] for different domains. For the purpose of sample size
estimation, assuming the percentage agreement to be 50 % and applying the rule of thumb
provided by Gwet [Gwet2013], 64 subjects would provide a 12.5 % error margin (20 % of the
percentage agreement), a subject being one information model element. Since we are
comparing terminologies, we need at least 64 subjects from each terminology set.

Qualitative assessment
In order to catch issues related to the use of the terminologies in the cases, annotators are
given the opportunity of providing case- and element-specific comments. E.g. an annotator
may find that a different information model solution could have a better fit with a certain
terminology. Annotators will be asked to provide comments whenever there is a non-perfect
match. This information will be used to make a qualitative assessment of the terminologies.
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12.8 Statistical analysis
There are three main outcomes defined: concept coverage per language, term coverage per
language and inter-rater reliability per language and between languages. Results are
represented as numbers and as percentages.

12.8.1 Coverage (T2.3)
The statistical significance between terminologies is calculated pairwise between
SCT_ONLY and UMLS_EXT and LOCAL using a Chi-square test. The scores ‘Full’ and
‘Inferred’ are pooled together being the most important outcome variable.
The scores are weighted depending on the number of codes in an annotation group. E.g. if
an annotation group has three codes, where two scores are full coverage and one partial
coverage, then we have 1/3 partial coverage, 2/3 full coverage.

Conceptual coverage, language independent.
Conceptual coverage ,
language independent

SCTONLY UMLS

LOCAL

Full + inferred
Partial
No
Conceptual coverage, language independent is the result for English annotations scenario
ADOPT (SCT_ONLY) and ALTERNATIVE (UMLS_EXT) and German for ABSTAIN.

Conceptual coverage, language-dependent
Conceptual coverage,
language dependent

SCTONLY UMLS

Full + inferred
Partial
No
Conceptual coverage, language dependent is the results for the annotations in the nonEnglish languages for SCTONLY and UMLS.

Term coverage, language-dependent
Term coverage, language
dependent

SCTONLY UMLS

LOCAL

yes
no
Term coverage, language dependent are the results for the annotations for the six
languages.

Conceptual coverage, Task 2.5
Similar to Task 2.3, the difference between coverage for SCT and ALT will be tested with the
Chi-square test.
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12.8.2 Inter-annotator agreement (T2.3 and T2.5)
For Task 2.3 as there is no common set of terminologies between language groups,
agreement cannot meaningfully be calculated across languages. Also, as the chunking made
by the annotators may differ between annotators within the same language group,
agreement measurement cannot be performed on the chunk level. Thus, agreement will be
measured on the sample level between the two annotators of the language group. A nonparametric test, Mann-Whitney U(??), will be performed to test the hypothesis that the
agreement measures for the experimental settings come from the same “population”.
The reliability is the result of a pairwise comparison between two annotations using
Krippendorff’s Alpha statistic. For Task 2.3, ratio scale Krippendorff’s Alpha will be calculated
with δck defined as the percentage agreement between samples from two annotators. For
Task 2.5, nominal scale Krippendorff’s Alpha will be calculated for all annotators participating
for codes assigned as well as coverage assessment.
We will compare chunk by chunk if the meaning of the two annotations correspond.
Regarding the concept coverage reliability “Exact” means that the meaning of the concept
are the same in both annotations. In any other case, there is a “No”.
Code match

SCTONLY UMLS

LOCAL

Exact
No

In case of the reliability analysis between cross languages annotations, the annotations will
be filtered by the common terminology concepts which share both localisations of the same
terminologies. In the Figure 31 shows a representation of the overlapped sections of the
same terminology due to the conceptual coverage of each language. Therefore, we will filter
the annotations in order to remove those concepts in the annotations that are not available in
the other localised version of the terminology. Then, the analysis is similar to the language
dependent reliability analysis described above.

Figure 31 Overlapping sections of the different localisations of the same terminology
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12.9 Appendix
Medical reports
A sample of medical reports in different disciplines are selected:
Section

English

German

French

Swedish

Finnish

Dutch

Total

5

3

2

4

8

2

24

1

2

4

1

3

5

1

2

1

7

1

1

Findings
Conclusions

1

Lab

1

Diagnosis

1

Evolution

3

3

Imaging
Medication

1

1

History

1

2

Summary

2
2
2

5

10
2

Order

1

1

indication

1

1

recommendation

1

1

12.10
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13

Annex 2.3G – Annotation guideline for
ASSESS CT
Version: September, 1st, 2015

13.1 Introduction
This annotation guideline is created for use in ASSESS CT. One of the goals of this project is
to represent part of the meaning of medical narratives by terminology codes, obeying certain
coding restrictions. The guidelines have been optimised to compare different terminology
settings in a limited corpus. Consequently, they are not optimized for real coding settings.
ASSESS CT has prepared clinical text samples in different languages, which are annotated
within at most three terminology settings, named SCT_ONLY, UMLS_EXT, LOCAL.

13.2 Definitions
Regarding the naming in the annotation guidelines the following notions will be introduced:
 Concept: entity of independent domain specific meaning in a terminology system.
 Code: alphanumeric identifier for a concept.
 Token: a single word, a numeric expression or a punctuation signs. A token is
obtained by splitting the words in a text using white spaces and punctuation signs.
 Chunk: A chunk is a text fragment consisting of one or more tokens. A chunk is
delineated in a way that it corresponds to a clinical concept. The delineation of a
chunk may depend on individual judgement.
 Annotation group: (unordered) set of concept codes that jointly represent or
approximate the meaning of the clinical concept related to a chunk.

13.3 Resources
The annotation task requires two resources:
 Excel spreadsheets where each tab corresponds to one text sample to be annotated for a
single language.
 A Web-based terminology server that supports the retrieval of codes for the three
terminology settings and six languages, Averbis term browser
(http://apps.averbis.de/atp/).

13.4 Workflow
The annotators will be given tailored spreadsheets where each tab corresponds to one
sample to be annotated for a single language. A spreadsheet is divided into the columns (i)
Tokens; (ii) Chunks; (iii) SCT_ONLY; (iv) UMLS_EXT; and (v) LOCAL (Figure ).
Once the annotators receive their spreadsheets, the token column is already filled.
Furthermore, each spreadsheet has a unique identifier for each annotator.
As a first step, the annotator identifies the chunks. Relevant chunks are those that contain
medical terms relevant to the scope of the terminologies used for annotation (see section
13.6).
The columns SCT_ONLY, UMLS_EXT, and LOCAL correspond to three different annotation
settings. For each setting a different terminology setting is activated in the Term browser.
One or two settings may be disabled, according to language-specific settings.
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Each annotation setting requires three columns to be filled: (i) the list of terminology codes;
(ii) concept coverage score (see Table 1); (iii) term coverage score (yes / no). For each
chunk, appropriate codes are entered.
Three options exist for filling out the spread sheet:
1. If a token is not part of a relevant chunk then the corresponding field remains empty
(see line 1 in Figure ),
2. If the meaning of the chunk is fully represented by a code, then this specific code is
entered (see lines 13 - 16 in Figure )
3. When there is an overlap between two concepts within the same token (see example
in Figure ) or the token is related to several clinical concepts, then all of the relevant
codes are entered (see example in Figure ).
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SCT ONLY
TOKENS
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50
51
52
53
54
55
56
57
58
59
60
61
62
63
64
65
66
67
68
69

A
40-year-old
female
with
history
of
non-ST-elevation
myocardial
infarction
in
2016-09-30
with
stent
to
the
LAD
and
50%
to
the
mid
LAD
,
had
instent
restenosis
in
2017-04-02
and
then
underwent
brachytherapy
to
the
RCA
,
who
presented
to
Baldpate
Hospital
with
several
weeks
of
chest
pain
similar
to
her
anginal
equivalent
and
MI
in
the
past
.
It
started
at
rest
.
No
relief
with
nitroglycerin
x3
.

CHUNK

CODE
SNOMED ID

CONCEPT
COVERAGE

TERM
COVERAGE

UMLS EXT
CODE
UMLS CUI

CONCEPT
COVERAGE

LOCAL
TERM
COVERAGE

CODE
Local Term

CONCEPT
COVERAGE

TERM
COVERAGE

1
1
1

401314000
401314000
401314000

Partial cov
Partial cov
Partial cov

no
yes
yes

C1561921
C1561921
C1561921

Full cov
Full cov
Full cov

yes
yes
yes

No cov
No cov
No cov

no
no
no

2
2
2
2

216621000119100
216621000119100
216621000119100
216621000119100

Full cov
Full cov
Full cov
Full cov

no
no
no
no

C3836455
C3836455
C3836455
C3836455

Full cov
Full cov
Full cov
Full cov

no
no
no
no

No cov
No cov
No cov
No cov

no
no
no
no

3
3

91748002
91748002

Full cov
Full cov

no
no

C1321506
C1321506

Partial cov
Partial cov

no
no

Partial cov
Partial cov

no
no

4
4

251030009
43026009

Partial cov
Full cov

no
yes

C1868718
C1868718

Inferred cov no
Inferred cov no

No cov
No cov

no
no

5
5
5
5

399315003

Full cov

C0006098

Full cov

362037006

Full cov

yes
no
no
yes

C1261316

6
6

139228007
139228007

Full cov
Full cov

yes
yes

No cov
No cov

7
7

X74eE
X74eE

8J0..

Full cov

Full cov

yes
no
no
yes

X74eO

Full cov

yes
no
no
yes

C0008031
C0008031

Full cov
Full cov

yes
yes

182..
182..

Full cov
Full cov

yes
yes

no
no

C0741034
C0741034

Full cov
Full cov

yes
yes

No cov
No cov

no
no

8

22298006

Full cov

yes

C0027051

Full cov

yes

X200E

Full cov

yes

10
10

263678003
263678003

Full cov
Full cov

yes
yes

C0443144
C0443144

Full cov
Full cov

yes
yes

XC062
XC062

Full cov
Full cov

yes
yes

11
11
11

182970005

Inferred cov no
no
Full cov
yes

C0451615

Inferred cov no
no
Full cov
yes

8BAA.

Inferred cov no
no
Full cov
yes

387404004

C0017887

bl1..

Figure 1. Example of annotation spreadsheet.

It is recommended that the relevant chunks are highlighted in the spread sheet using a
yellow background colour such as in Figure 2. Mandatorily, each chunk that contains
annotations needs to be identified by a distinct number.
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13.5 Annotation phase
For each token, the following information is entered by the user into the annotation
spreadsheet.
 The corresponding code(s). These codes are obtained by performing a search in
the Term browser, limited to the corresponding language and coding setting. If there
is no immediate hit, searches by synonyms and substrings should be performed. In
the rare case that the meaning of a single token corresponds to two or more codes
(which may occasionally be the case with lengthy single-word compounds in German,
Dutch or Swedish), these codes are all entered in the same cell, separated by
semicolons.
 Concept coverage. Scores are assigned to each token in a chunk. If a token is out of
scope of the annotation, the concept coverage score could be empty. If a code covers
more than one token in a chunk, then it is indicated in each token (including articles,
prepositions) their corresponding coverage score. If the meaning of a token needs to
be represented by more than one code, the score to be used corresponds to the
lowest coverage score of those codes.
Table 1 shows the allowed concept coverage values:
Table 18 . Values of concept coverage score

Rating

Meaning

6- Full cov

Full coverage: The meaning of the text fragment fully represents the concept.
E.g. The term “high blood pressure” is fully covered by “Hypertensive disorder”
using the SNOMED CT code 38341003.

7- Inferred
cov

Inferred coverage: Although the text fragment is elliptic or ambiguous, its
meaning can be inferred from the context and can be fully represented by a
concept. E.g. a specific use of the term “hypertension” could mean “Renal
arterial hypertension”, so that the annotation with the SNOMED CT code
39018007 is justified.

8- Partial covPartial coverage: The meaning of the text fragment comes close to the
meaning of the concept. E.g. “Third rib fracture” is more specific than what can
be found in the terminology, namely “Fracture of one rib” with the SNOMED CT
code 20274005). Yet the meaning is close enough to justify annotation with this
code.
9- None
No coverage: There is not any concept that comes close to the meaning of the
text fragment. Too unspecific concepts such as “fracture of bone” for “third rib
fracture” must not be used for “partical cov”. Here, “None” is the correct
decision.
10- Out
ofThe meaning of the text fragment is not covered by any of the semantic groups
scope
/selected for this study.
EMPTY


Term coverage. It is annotated with Yes/No values for each token in an annotated
chunk. If the token occurs in the term of the terminology literally or with minor variants
(inflection, word order, typing error), then it is considered a full match and is
annotated with YES. Any other situation is a NO. There will be no distinctions
between all synonyms, or entry terms of concepts. There could be a partial
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conceptual coverage but a full term match. Thus, this is a typical situation when there
is a high level of ambiguity in a terminology.

13.6 General guidelines
The annotation of medical text is restricted to Findings, Procedures, Substances, Results of
clinical and lab measurements, including related qualifiers, organisms and anatomy,
substances, medical devices and body structures.
The goal of the first task is the delineation of chunks, which must the same for all annotation
setting (SCT_ONLY, UMLS_EXT and LOCAL). The goal of the second task is finding the
best codes in Averbis Term browser and assigning the corresponding concept coverage
score. The goal of the final task is to add the term coverage score.
General rules for chunking process:
 Each chunk should represent a meaningful clinical concept in the text.
 The clinical concept has to be related to, at least, one of the selected semantic groups.
 The chunks must have associated a distinct number and it is also recommended to
shade the cells with a yellow background.
General rules for annotation:
 The annotators must select the concept codes that better cover the meaning of the
clinical concept in a chunk. The full coverage and inferred coverage scores has the same
coverage level.
 If a chunk needs to be annotated with more than one code. The annotator must select the
fewest number of codes that, together, better covers the meaning of the clinical concept.
Only partial overlap of the tokens covered by the codes is allowed.
 The annotators must not use other browsers than AVERBIS term browser and web Wikis
to find the correct codes.
 If there is a doubt about the meaning of tokens in a chunk they must not be annotated.
These tokens have to be kept empty.
For example the chunk “Complicated fracture of third rib” can be annotated with the following
codes:
1.
2.
3.
4.
5.

|255302009| Complicated.
|706922007| Complicated fracture of bone.
|125605004| Fracture of bone. If annotators are more literal this code could be full coverage. However, other
could see the next code as more appropriate and also use the score "inferred coverage".
|20274005| Fracture of one rib.
|25888004| Bone structure of third rib (body structure).

As a consequence, the possible annotation sets with full coverage within a single chunk
could be:
i.
ii.
iii.
iv.

[1, 3, 5]
[1, 4, 5]
[2, 4, 5]
[2, 5]. This would be the best annotation group because fully coverage the content of the chunk and also
has fewer number of codes.

The annotators should not annotate the following content:
 Proper names, persons, professional roles, social groups, geographic entities,
institutions, non-medical devices, non-medical events.
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Context such as diagnostic certainty, plans, risks, clinical history, family history. For
instance, in the phrase “high risk for lung cancer” only “lung cancer” is annotated, as well
as in “father died from lung cancer”, or “suspected lung cancer”.
Temporal information. E.g., in the phrase “lung cancer, first diagnosed in Oct 2014” only
“lung cancer” is annotated. In “old MI”, only “MI” is annotated (even if there is a concept
for “old MI”)
The only case where temporal information is annotated is where it is part of a drug
prescription such as “1-1-1” or “t.i.d.”
Residuals, e.g. "Arterial hypertension NEC", "Tuberculosis, unspecified", "other
complications of unspecified head injuries"
Numerals, e.g. "eight".

The following preference conditions should always be considered:
 Anatomy concepts that contain the word “Structure” should be given preference about
those that contain the term “entire” in their preferred terms.
 Finding / disorder concept should be given preference over corresponding morphology
concepts.
 For all lab values, preference should be given to those concepts that include the term
“measurement”, such as “measurement of potassium in serum”.

General rules for term coverage:
 The tokens annotated in a relevant chunk have to be annotated with “yes” or “no” term
coverage.
 The term coverage is not case sensitive and does not need to match punctuation marks.
 There is a term coverage “yes” if the token occurs in the term of the terminology literally
or with minor variants (inflection, word formation, word order, typing error).
 Acronyms that are in the terminology part of a term, such as “MI - Myocardial infarction”,
be used.
 If more than one token is covered by one term in the terminology, it is possible that some
tokens are annotated with “yes” and other with “no”. (See Figure 8)

Examples of annotation groups
Figure shows the token “Oesophagitis” that belongs to the chunk #1 and is annotated by the
SNOMED CT code 8765009. The code fully covers the meaning of the token. There is also
full term term coverage, because the concept is associated with the term “Oesophagitis” in
the term browser. This is the simplest annotation case.

TOKENS
Oesophagitis

CHUNK

CODE
SNOMED ID

1

16761005

CONCEPT
COVERAGE
Full cov

TERM
COVERAGE
yes

Figure 2. Single code annotation

In the Figure example a chunk has two tokens “Ulcerated” and “esophagitis”. The code
corresponds to “Ulcerative esophagitis” concept and fully covers the meaning of the chunk.
Again, the rating is “full concept coverage” and “term coverage = yes”. Note that it is required
to fill all fields in the chunk; in this case with the same values. The interpretation is that the
meaning of the chunk is given by one single concept.
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TOKENS
Ulcerated
esophagitis

CHUNK

CODE
SNOMED ID

1
1

439955006
439955006

CONCEPT
COVERAGE
Full cov
Full cov

TERM
COVERAGE
yes
yes

Figure 3. Annotation with a single concept, denoted by two tokens.

Figure shows the annotation of “haemoglobin” and “decrease”, two tokens constituting a
single chunk. The meaning of either token is fully covered by the codes 38082009 and
260370003, respectively. In both cases the tokens correspond to terms found in the term
browser as belonging to the respective concept. The meaning of the chunk is represented by
the group {38082009, 260370003}. Groups aggregate concepts that belong to the same
chunk. They have the properties of a mathematical set: there is no order and duplicates are
ignored.

TOKENS
haemoglobin
decrease

CHUNK

CODE
SNOMED ID

1
1

38082009
260370003

CONCEPT
COVERAGE
Full cov
Full cov

TERM
COVERAGE
yes
yes

Figure 4. Annotation with two concepts.

In Figure a partial overlap between concepts is demonstrated. Here, “esophagitis” occurs in
both terms “Ulcerative esophagitis” and “Esophagitis grade II”. A term “ulcerative esophagitis
grade II” does not exist. As in Fig.3 the meaning of the chunk has to be assembled by
existing concepts. In this case, however, this leads to an overlap, because “esophagitis”
occurs in both concepts. This explains that two codes are entered into the second field. The
meaning of the chunk is represented by the group {439955006, 413226009}. Term coverage
is given in both cases. In case the first term was “erosive esophagitis”, term coverage is not
given. In the second line (occupied by two concepts), the joint coverage would be “no”.

TOKENS
Ulcerated
esophagitis
grade
II

CHUNK
1
1
1
1

CODE
SNOMED ID
439955006
439955006; 413226009
413226009
413226009

CONCEPT
COVERAGE
Full cov
Full cov
Full cov
Full cov

TERM
COVERAGE
yes
yes
yes
yes

Figure 5. Annotation with two concepts with related terms that overlap in one token.

In Figure 6 more than one code is used for the annotation of a single token. “CHOP” is a
drug combination that corresponds to: Cyclophosphamide; Hydroxydaunorubicin
(doxorubicin); Oncovin (vincristine); and Prednisone. As there is no single code for “CHOP”,
the meaning has to be assembled by a code for each substance. Together, they fully cover
the chunk, therefore concept coverage is full. It is self-evident that term coverage is negative.
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TOKENS
CHOP

CODE
SNOMED ID

CHUNK
1

CONCEPT
COVERAGE

387420009; 372817009; 387126006; 116602009

Full cov

TERM
COVERAGE
no

Figure 6. Annotation group with four codes assigned to one token.

Figure shows an example of an empty annotation. Here, the terminology does not have
provide a code for the “anginal equivalent”, and no code for single tokens “anginal” and
“equivalent”. Therefore, the code column is empty, and the concept coverage is set “out of
scope”. If any of both are empty, out of scope is assumed.

TOKENS

CHUNK

Anginal
equivalent

CODE
SNOMED ID

1
1

TERM
COVERAGE

CONCEPT
COVERAGE
No cov
No cov

no
no

Figure 7. Example of empty annotation group

Figure 8 shows an example of how the term in a terminology does not fully cover the content
of a chunk. The term is |28189700|Helicobacter eradication therapy, and the text in the chunk
is “eradication of HP”. In this case HP is not represented in any entry term of the code in the
terminology so it does not cover the text but only the token “eradication” is covered.

TOKENS
eradication
of
HP

CHUNK
1
1
1

CODE
SNOMED ID
281897000
281897000
281897000

CONCEPT
COVERAGE
Full cov
Full cov
Full cov

TERM
COVERAGE
yes
no
no

Figure 8. Example of positive and negative term coverage using one term. The term is
|28189700|Helicobacter eradication therapy.

Figure 9 is an example of how to use the inferred coverage score. In the annotation table the
chunk number 1 contains the concept chest pain and the chunk number 3 means that the
patient’s chest pain was treated with nitroglycerin but the patient did not feel any relief. In this
case we have two option, we could annotate the token “relief” with the concept “|224978009|
relief”, or infer that the meaning of the token is “pain relief” because it is related to the chest
pain in the chunk number 1.
Besides, the term coverage of the inferred concept is negative due to lack of matching
tokens. Here, only the token “relief” matches but the token “pain” is inferred, therefore, the
term coverage is negative. Finally, the token “with” in the chunk number 3 is not annotated
because this type of tokens is out of scope of the annotations. However, if the token was part
of the concept it would be annotated.
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TOKENS

CODE
SNOMED ID

CHUNK

Patient
with
chest
pain
and
MI
in
the
past
.
No
relief
with
nitroglycerin

CONCEPT
COVERAGE
SCORE

TERM
COVERAGE
Y/N

1
1

29857009 Full cov
29857009 Full cov

yes
yes

2

22298006 Full cov

yes

3
3
3

182970005 Inf cov

no

387404004 Full cov

yes

Figure 9. Example of inferred coverage score with context information.

Figure 10 shows the situation when an acronym is not annotated because it is not
recognised or its meaning it is not understood. If the context of the acronym does not clarify
its meaning the token should not be annotated. Therefore, the chunk, code, concept and
term coverage cells related to the token have to remain empty. In case, the AVERBIS term
browser retrieves only one concept which has an entry term with the token or acronym,
annotators have to be sure that the meaning of the concept and the token matches.
Annotators could use Wikis or medical acronym browsers to search for the meaning of the
tokens but they cannot use other terminology browsers, only AVERBIS term browser is
allowed.

TOKENS

CHUNK

CODE
SNOMED ID

CONCEPT
COVERAGE
SCORE

TERM
COVERAGE
Y/N

LAD
Figure 10. Example of inferred coverage score with context information.
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13.7 Terminology settings assigned to each
language
LANGUAGE

SCT_ONLY

UMLS_EXT

FRENCH

X

X

ENGLISH

X

X

DUTCH

X

X

SWEDISH

X

X

FINNISH

X

GERMAN

X
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14

Annex 2.3H – Expansion of SNOMED CT
subsets to allow maintenance work

14.1 Introduction
The expected need for domain content coverage can be approximated by comparing to the
needs of other similar projects. When comparing the coverage estimates it is important to
distinguish two distinct needs: the needs for terminology content for information exchange,
i.e. the terminology codes used in messages and stored in healthcare information
repositories, and the needs for terminology content for authoring and maintaining the content
used for information exchange. The latter need is typically significantly larger than the former,
particularly for SNOMED CT which defines concepts logically by reference to other concepts.
For example, in order to formally define a concept for different kinds of femur fracture,
concepts for femur parts and different kinds of fractures are needed.
To give a realistic estimate of the coverage needed for typical use cases, some
representative subsets of SNOMED CT were collected from:
 The US Meaningful Use initiative
 epSOS SNOMED CT codes
 all SNOMED CT codes from Art Decor project
 Swedish National Quality Registries SNOMED CT sets
 SNOMED CT – LOINC mapping project
The results show that even if the initial subset is of moderate size, the full subset needed for
working with (e.g. defining and classifying) the initial subset is very much larger. For
example, the extended set needed to work with the epSOS SNOMED CT codes it is at least
17 times larger.

14.2 Method
Sets of unique SNOMED CT codes were extracted from the value sets to ensure that there
were no duplicates.
Module extraction was done using OWL ME software (5fa95fb commit)22 from the SNOMED
CT International Release of January 2016 (latest at the time of the experiment). The STAR
module type was used as it guarantees the smallest possible subset of the whole SNOMED
CT which gives the same classification results for the subset selected. Typically a larger
module including full path to the top concept is needed for practical purposes.

14.3 Meaningful Use
All eCQM Value Sets (Eligible Professionals and Hospitals) Update April 2016
119 314 codes in total of which 37 902 were from SNOMED CT. There were 25 617 unique
SNOMED CT codes, of which 25 470 (99 %) in the International Release. The last 1 % were
in the US extension.
The module needed to classify the 25 617 concepts consists of 62 437 concepts, i.e. 62 437
additional unique concepts are needed to define the initial set. The total set is then 88 174.

22

https://github.com/rsgoncalves/module-extractor
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14.4 epSOS
152 unique SNOMED CT codes were collected from the epSOS Value Sets (from NICTIZ
art-decor web service). The module contains 2848 unique concepts.

14.5 Art Decor
The Art Decor subset consisted of 19 263 unique concepts collected from various
implementation projects within EU. The extracted SNOMED CT module consisted of 59 550
unique concepts.

14.6 Swedish National Quality Registries
Registry

Number of SNOMED CT codes

Child care

33

Bipolar

37

Breast cancer

55

ECT

28

Cataract

110

Mammography

42

RiksStroke

95

SeniorAlert

55

SPOR

73

SwedVasc

18

572 pre-coordinated SNOMED CT codes used in the 10 registries (of 2241 total number of
codes)
383 unique SNOMED CT code (of 538 total number of codes)
2788 concepts in the module (STAR).

14.7 SNOMED CT – LOINC mapping
SNOMED CT – LOINC mapping, Technology Preview 3, April 2016
14 955 LOINC terms have been mapped to SNOMED CT expressions and 9 835 SNOMED
CT concepts are used in the 14 955 expressions. A total of 24 970.

14.8 Summary
For a SNOMED CT subset to be maintainable, additional concepts are needed to allow
classification. The number of additional concepts are often very large as exemplified by some
relevant cases. This situation needs to be considered when deciding on using SNOMED CT
subsets.
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Source

# unique concepts

# additional needed

# total (% increase)

US Meaningful Use

25 470

62 437

88 174 (246 %)

epSOS
Art Decor

152
19 263

2848
59 550

3000 (1 974 %)
78 813 (309 %)

Quality register

383

2788

3171 (728 %)

9 835

24 970 (67 %)

SNOMED CT – LOINC 14 955
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